
 

Optimization of GPU Codes for FDTD Simulations 

Matthew J. Inman and Atef Z. Elsherbeni 

Department of Electrical Engineering  
University of Mississippi, University, MS 38677-1848, USA 

atef@olemiss.edu , mjinman@olemiss.edu  
 

Abstract:  The use of Graphical Processing Units (GPU’s) to run FDTD simulations have been proven 
over past several years to increase the calculation speed [1-3]. By combining the FDTD methods with 
graphical processing techniques, full featured FDTD simulators can be easily created to run primarily on 
the GPU hardware. This paper will detail various optimization techniques that can be used on GPU based 
simulations to optimize the speed in which these solvers run. 
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1. Introduction 
 

 The use of a graphical processing unit (GPU) to accelerate the nested loops for updating the field of a 
three dimensional FDTD code has been documented in literature over the past few years [1-3].  Various 
papers have detailed their particular implementations of the codes as well as introduced the use of 
common features such as absorbing boundaries. While there has been much discussion on the 
implementation of the FDTD codes and their various additions, very little has been documented on the 
methods for optimizing the GPU code itself.  Even with the advent of high level GPU languages (CUDA, 
Brook, CTM, etc), a good level of understand in the underlying hardware is necessary to gain the best 
speed out of any GPU based code. The GPU hardware has evolved in the past decade to incorporate in its 
hardware many features that make general purpose computation easier and faster to implement, however 
the fundamental structure of the video cards themselves have not changed substantially. This paper will 
show how the various parts of the GPU can be managed to achieve the best speed gains for FDTD 
simulations by structuring the code properly for the hardware used. 

 
2. GPU Data Types 

 
Traditionally the GPU has evolved to meet the ever increasing needs of rendering graphics for video 

games.  Every part of the video cards themselves have been structured to render graphics as fast and as 
detailed as possible. To this end, current video cards often have memory that is orders of magnitude 
faster than in the computer themselves as well as specially constructed hardware made for the rendering 
and processing of images to be displayed. In the vast majority of cases of general GPU use for 
computations only one part of the GPU is actually used. The shader unit, or stream processor as it more 
commonly called, is at the heart of the GPU and performs a wide variety of computational tasks. Over 
the past decade these shaders have grown in number from just a few in a card to 240 or more in a single 
GPU. In the NVidia 280 series, there are 240 shader/stream processors each running at 1.3 GHz. Each 
one of these shaders/stream processors acts as parallel processor inside the GPU for computational tasks.  

 
The underlying hardware for these shader/stream processors controls how and when they are used. 

This hardware is highly linked to the GPU’s original use for creating graphics to be displayed. Figure 1 
shows a deconstructed image that might be displayed to the user. These shaders/stream processors do 
mathematical operations on textures. These textures are simply 2D arrays that can represent images, 
lighting maps, etc. The shader/stream processors will perform operations upon these textures to create a 
final image to be displayed. As seen in Figure 1, the texture itself is a 2D image composed of individual 
pixels, each pixel having 4 components (Red, Green, Blue, and Alpha). The texture itself is a 2D array 
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with every point having a possible 4 values associated with it that can be used in the processing. The size 
of the textures is often limited by the hardware and software models it was created for. For example in a 
DirectX 9 compatible video card the textures are limited to a maximum size of 4096x4096 (each point 
with 4 values). 

 
 
     
 
 
 
 
 
 
 
 
 
 
 
   
 

Figure 1. Deconstruction of an Image. 
 

 
With modern GPU’s the shader/stream processors are often assembled into separate groups each 

with their own cache. These groups are assigned a separated region of pixels to work on. The hardware 
tasked with performing operations on the textures have been created to natively expect every pixel to 
have four components. The shader/stream processors in their groups are designed to work on a single 
pixels four components at the same time. The textures themselves can have one, two, three, or four 
components based on how the texture is defined in the program.  

 
In the simplest case a texture is defined as a single float, in which every point in the texture has one 

value. The textures can also be defined as having float2, float3, or float4, in which each point in the 
texture can have 2, 3 or 4 values. As it relates to FDTD simulations, field components could either be 
given separate single value textures (Ex, Ey, Ez, etc) or a single texture with 3 values (E with each value 
being Ex, Ey, or Ez).  

 
The efficiency gained in using multi-value textures instead of single-value textures is quite large. 

Experiments ran on FDTD simulations using separate textures versus single textures for the field 
components yielded a near three-fold decrease in computational time. The use of multi-value textures 
whenever possible allows the shader/stream processors to work at their best efficiency. 

 
 

3. Data Gathering 
 
Most FDTD simulations are constructed to extract data from the simulation as it runs. Usually the 

data to be extracted are field components around structures to find voltages and currents as the 
simulation runs. In standard CPU based simulations this data extraction is simple as one simply accesses 
the arrays being used in the simulation and copies the data elsewhere to be processed. In the GPU, 
however, it becomes a more complicated. The data needs to be extracted from the GPU and copied back 
to the CPU before it can be processed. Furthermore this data needs to be removed before the next time 
step is executed.  
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The major obstacle in GPU simulations is the need for the code to be self-contained on the GPU as 
much as possible in order to be fast as it can be. The slowest part of any GPU program is in the 
transferring of data back and forth with CPU. Generally the only time data is transferred in a GPU 
program is at the beginning to set up the problem and at the end to send the results back. In order to 
transfer data back and forth between the CPU and GPU everything is stopped and sent, as there is 
bandwidth issues between the interface bus (PCI, AGP, PCI-Express) and memory bus speeds on the two 
systems, even small data transfers can take large amounts of time compared with the actual time needed 
to run a single time step of the GPU FDTD code. 

 
An example in FDTD simulations might be simply extracting a single field point from the 

computational domain at every time step. In this simple example, the code is called every time step and a 
single value is to be extracted from the simulation and saved for processing at a later time on the CPU.  

 
streamWrite(Ez.domain(1400,1401),temp[timestep]); 
 
This code extracts the point Ez[1400] from the GPU stream and copies it into a C array “temp” every 

time it is called. The “.domain()” operator selects a subset of the stream so a single point can be 
accessed. While this is simple to implement, the effects of copying even a single piece of data every time 
step has a large time penalty. Every time a write or read function is called to transfer data from the CPU 
or GPU, the system must pause to set up the data transfer. The majority of time required in these 
transfers occurs in setting up the transfer itself, therefore the more times these functions are called, the 
longer the programs will take. 

 
To illustrate this point, a simple 1D FDTD code was written for the GPU. This code has a domain 

size of 3000 cells, a point source in the middle, a dielectric slab, and CPML absorbing boundaries. First 
the code was ran with no data extraction and then with copying the data back to the CPU at every time 
step. This test was run several times with 20000 time steps to get the average run times for each case. On 
average without any data being extracted the simulation time was 2.9 seconds. As opposed to the case 
where data was being copied to the CPU every time step where the average simulation time was 6.8 
seconds.  In this case it can be seen that copying data back to the CPU at every time step led to the 
simulation run time more than double. This increase was for just copying a single point back to the CPU, 
time penalties will increase the more data needs to be copied back and forth. If there are multiple points 
to be copied from various textures the time penalties can become quite costly. 

 
As an alternative to copying the data back to the CPU at every time step it is possible to collect the 

data in the GPU itself and copy it back at a less often rate. This does increase the complexity of the code, 
however it will increase the efficiency. In the simple 1D example, a temporary stream can be created to 
collect the sample points until they are ready to be transferred as shown below. 

 
Copy(Ez.domain(1400,1401), obs.domain(timestep%1000, timestep%1000+1)); 
 
This code calls a simple kernel to copy one stream to another with the domain operator selecting 

which point to copy to and from. In this code it is copying the point Ez[1400] to a point in the obs stream 
based on the time step (the % operator is modulus). Here the obs stream is a thousand elements long so 
every thousand time steps the stream will have to be copied back to the CPU as shown below: 

 
if (timestep%1000==0) { 
        streamWrite(obs, temp); 
      for (j=0; j<1000; j++) { 
             sample[j+(k*1000)]=temp[j];   
      } 
      k++; 
           } 
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This code copies all thousand samples stored in the GPU stream obs back into a temporary C array 

temp once every 1000 time steps. The code then places the sampled points from temp into their proper 
place in the sample array. By only copying between the GPU and CPU once every 1000 time steps, the 
amount of overhead time required to copy can be limited. In the 1D FDTD code this method was 
implemented and ran several times with an average run time of 3.0 seconds. Since the copy function was 
only called 20 times compared with 20000 the time penalty was mostly negated.  

 
Since each stream is limited to 4096 (as of DirectX 9) in each dimension, a size of 1000 was chosen 

as a good compromise to show the effects of transferring data back and forth. With the addition of more 
field points to be sampled and possibly the need for the math involved to calculate voltages and currents, 
the complexity of the program can grow large but the speed gained cannot be ignored. 

 
 

4. Conclusion 
 
The use of GPU based solvers for electromagnetic problems have been documented of the last recent 

years to significantly improve the computational time of the simulations. Unlike their general CPU 
counterparts, GPU based programs differ significantly based on the techniques used to implement the 
various algorithms required. Fundamental understanding on how the GPU’s operate is necessary for any 
program to run efficiently on it. 

 
This paper has shown that the understanding of how the various processes inside the GPU work can 

directly influence the efficiency of programs running on it. In the case of the GPU based FDTD solvers it 
has been shown in this paper that using the native GPU data types increases the overall efficiency by 
employing more of the processors available in the hardware. It has also been shown that understanding 
the data transfer methods used in the GPU’s can significantly increase the run time of the solver by 
avoiding unnecessary read/write calls between the CPU and the GPU.  
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