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Introduction

The use of Graphical Processing Units (GPUs) to perform computational
electromagnetic simulations has been proven over past several years to increase
the calculation speed [1-3]. By examining the various mathematical processes
used in various techniques, appropriate algorithms for the GPU can be developed
to speed up the simulations. Understanding how to map algorithms appropriately
to the GPU is of vital importance to achieving the maximum gains in speed. This
paper will detail a simple technique that can be used to enable the use of GPUs for
general linear systems solvers with appreciable speed up factors.

GPU Background

Video cards have been developed with the major goal to process and display
images on the computer screen. This may vary from a simple display of text for a
user to complex three-dimensional processing for the newest computer games.
The processes the video card provides for processing these images can be utilized
for performing computational electromagnetic (CEM) applications with
significant speed-up factors.

In the realm of graphics processing, there are two different types of data that are
operated upon: geometry and texture maps. Geometry data will usually relate the
three-dimensional shapes (vertices) of various objects to the GPU. Texture maps,
on the other hand, are two-dimensional matrices that relate surface characteristics
of the object to the GPU. These surface characteristics may be color, reflectivity,
roughness, etc. Geometry objects may be composed of several texture maps
combined (Le. the ball may be red, highly reflective, bumpy, etc). In order to
apply various texture maps to the geometries in many differing ways, the GPU
must be able to perform a variety of arithmetic functions on the texture maps. For
example it may need to add, subtract, multiply, or divide across the texture maps,
which is being done using vector math on these textures.

This math among texture maps occurs in a section of the GPU named the
"fragment processor" otherwise known as the "pixel shader" or more currently the
"stream processor". In modem cards there are upwards of 240 of these processors
or more in parallel depending on the video card type. Each one of these
processors is fully programmable and has separate and dedicated connections into
the main GPU cache and often grouped with a separate local cache as well. The
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purpose of the stream processor in our case is to apply the mathematics across the
texture maps to create a generalized vector processor. In the GPU there are many
processors running in parallel, each processor runs the exact same program as the
others with each operating on different points.

Texture maps inside the GPU are natively two-dimensional structures, which
follows logically since monitors are only capable of displaying 2D images. While
different video cards may have varied limits on the size of the texture maps,
currently the limits for most mainstream cards are in the order of 4096x4096 (224

or about 16.7 million elements) or for the most current 8192x8192 (226 or about
67.1 million elements) depending on the card and the interface used to program it.

Since GPU's are natively meant to process images for the screen, there are several
caveats that need to be clear when attempting to program for them. The first being
that all arrays stored inside the graphics card are two-dimensional. Implementing
code which the structure might be more than two-dimensional will need to use
one of the various methods available for storing and retrieving the desired data.
The second caveat is what can be programmed inside the GPU. The GPU does not
have any ability for flow-control decisions; this means no If-Then-Else
statements. The programs in the GPU are equivalent to operators which are
applied to all the data that is sent to it. Decisions on the content of the data cannot
be programmed inside the GPU.

Matrix-Vector Multiplication

One repetitive task usually performed for the solution of most common linear
systems is a matrix-vector multiplication. This task can be represented as:

a b c p Xl

d e f q X2 where the x's are being solved for.
g h 1 r X3

In order to efficiently implement this on the GPU a two step process is developed.
The first step is to multiply the NxN matrix by the N length vector and store the
results in a temporary NxN matrix. While there is no requirement for the matrix to
be square, for simplicity it will be shown here as a square matrix.

Step 1:

a b c p a*p b*q c*r

d e f q d*p e*q f*r
h . g*p h*q i* rg 1 r



The second step is to sum the rows of the temporary matrix for the final result of
the matrix-vector multiplication process.

Step 2:

a*p b*q c*r ap+bq+cr

d*p e*q f*r dp+eq+ fr
g*p h*q i *r gp + hq + ir

The reason for separating the process into two steps instead of a straight loop
iterating and summing the points, is the simplicity and efficiency in using the
GPU features. The GPU contains no hardware for flow control. The GPU can
only apply "kernels" which are the equivalent to operators on the matrices. The
first operator in the GPU program does the element by element multiplication
with the proper element of the vector. The second kernel sums each row with a
special function of the GPU called "reduce". This special function makes it easy
and efficient to sum all the rows of the temporary matrix.

Results

The GPU code was developed in parallel with a CPU C code that implements the
multiplication in the same manner. This code can specify the size of the matrix (N
for an NxN) and the number of times to run the multiplication. The actual
multiplication will be run in the code many times to get a baseline reading for the
speed as it is easier to assess the performance based on 10000 multiplications
rather than on just 1. The maximum size of N is limited by the GPU hardware to
4096 as 4096x4096 is the maximum array size that can be supported by Directx 9
platform for current class of GPUs.
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Figure 1. CPU and GPU runtimes versus matrix size for matrix-vector multiplication.

Figure 1 shows the average runtimes of 10000 trial for both the GPU and CPU
versions of the matrix-vector multiplication developed codes for various sizes of



N. These cases were run on an Intel Dual Core 2.6 GHz machine with a NVidia
8800 graphics card. As the size of the arrays increase the difference between the
runtimes for the CPU and GPU cases increase. Figure 2 shows the actual speedup
between the two cases. The speedup approaches a 13 times increase at the
maximum array size supported by this GPU card. As a side note the video card
used in this preliminary test is not currently the fastest one available and the
speedups should increase accordingly with the most recent GPU cards.
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Figure 2. Speedup factor of the GPU vs the CPU codes (Nvidia 8800).

Results

This paper has shown that simple algorithms used in many linear systems solvers
can be effectively utilized on the GPU. For the case of matrix-vector
multiplication it has been shown that speedups of almost 13 times can be achieved
by using simple GPU methods over the speed of current CPU's. By understanding
how the GPU works and creating the GPU programs to utilize its strengths, large
speedups can be gained in a variety of linear systems solvers.
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