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Automated reaction mapping is a fundamental first step in the analysis of chemical reactions and

opens the door to the development of sophisticated chemical kinetic tools. This article formulates the

reaction mapping problem as an optimization problem. The problem is shown to be NP-Complete for

general graphs. Five algorithms based on canonical graph naming and enumerative combinatoric

techniques are developed to solve the problem. Unlike previous formulations based on limited

configurations or classifications, our algorithms are uniquely capable of mapping any reaction

that can be represented as a set of chemical graphs optimally. This is due to the direct use of

Graph Isomorphism as the basis for these algorithms as opposed to the more commonly used

Maximum Common Subgraph. Experimental results on chemical and biological reaction databases

demonstrate the efficiency of our algorithms.
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1. INTRODUCTION

Computational simulations are essential to the chemical process industry. Mod-
eling chemical reactions and suites of reactions that represent some overall
transformation of interest, called mechanisms, can be of great benefit as well.
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The software tools used for such simulations and analysis have not kept pace
with the needs of industry. In addition, many systems do not have or do not sup-
port molecular structural information. Finding new mechanisms and tuning
existing mechanisms involves a myriad of possible solutions. A typical chem-
ical mechanism is a database composed of thousands of individual reactions
involving 100 or more species. The combinatorial nature of these problems ren-
ders manual methods impractical. The analysis of these mechanisms involves
many components including thermodynamic analysis, reaction rate analysis,
and mechanism classification. A fundamental prerequisite of both rate anal-
ysis and mechanism classification is the ability to automatically map atomic
reactions.

Reaction mapping is also fundamental in the analysis of biological path-
ways, enzymatic reaction data, tracer experiments, and the consistency check-
ing of pathway databases [Akutsu 2004]. Biological molecules often have very
complex structures that can be nearly impossible to validate manually. The
biomedical research community also relies on extensive chemical databases.
Confirming the accuracy and consistency of these large data sets is a daunting
task that can be automated with the right software tools. Researchers in com-
putational biology are increasingly interested in extracting information from
biological pathway databases like KEGG/LIGAND [Goto et al. 1998]. However,
the need for advanced analysis tools has not been met.

Reactions are most commonly represented as a collection of graphs where
the sum of the input graphs is transformed into the sum of the output graphs as
in R1 + · · · + Rg ⇐⇒ P1 + · · · + Ph. We formulate the reaction-mapping prob-
lem as that of finding a mapping from the atoms on the left-hand side (LHS)
to those on the right-hand side (RHS) that minimizes the number of bonds
broken or formed. We show that this problem is NP hard for general graphs
and describe five algorithms to map atomic reactions by identifying isomorphic
structures in chemical reactions through the use of canonical graph naming
algorithms. The first of these algorithms (CSL) is a fast greedy heuristic that
frequently finds optimal solutions. The second (Exhaustive) is an exponential-
time, exhaustive algorithm based on combinatorially generating bit patterns
that is guaranteed to find an optimal solution. The remaining three algorithms
(FBF, FBF-symbolized, CCV) utilize “chemical common sense” to generate and
evaluate bit patterns more efficiently. The last of these (CCV) incorporates a
result from Knuth [2005] to generate a restricted set of bit patterns. These
improvements reduce the run times relative to the exhaustive algorithm with-
out sacrificing optimality. The complexity of these three algorithms is shown
to grow as nb, where b is a parameter that depends on input data. Chemical
common sense suggests that b will be small.

In order to further evaluate our algorithms, we conducted an extensive ex-
perimental study in which we tested our algorithms on three rather different
benchmarks (GRI 3.0, Kegg/Ligand, LLNL n-C7) of chemical and biological re-
actions. The biological benchmark was used in a previous paper [Akutsu 2004]
and allowed us to compare the quality of solutions obtained by our algorithms
with Akutsu’s even though we don’t have access to his code. In addition, our ex-
periments showed that the CSL heuristic obtains optimal solutions about 84%
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to 91% of the time (depending on the benchmark). We also confirmed the intu-
ition that the parameter b is indeed small, suggesting that our three improved
algorithms (nb) have superior run times relative to the exponential algorithm
(2n). This was also verified experimentally. Finally, although we do provide ex-
pressions for the complexities of FBF, FBF-symbolized, and CCV, these could
not all be simplified into closed forms for us to present a definitive theoreti-
cal comparison. An experimental comparison showed that CCV was the fastest
among these. This confirms that the benefits of our idea of generating valid
bond symbol distributions outweigh the overheads of generating them using
the bounded composition algorithm.

Section 2 provides the background, and Section 3 discusses related work.
Section 4 defines the reaction mapping problem and presents initial theoretical
results (including the NP completeness proof), which Section 5 develops into
our mapping algorithms. Section 6 presents experimental results on chemical
and biological databases, and Section 7 concludes the article.

2. BACKGROUND

2.1 Graph Isomorphism

A graph G is said to be isomorphic to graph H if there exists a bijection f :
V (G) → V (H) such that u and v in G are adjacent if and only if f (u) and f (v)
are adjacent in H.

A polynomial solution to the graph isomorphism problem has not been found,
nor has it been shown to be NP-complete. Some researchers believe it should
belong to a special indeterminate class (NPI), while others think it should have
its own class that has been called “graph isomorphism complete” [Pemmaraju
and Skiena 2003]. However, polynomial-time algorithms have been found for
special classes of graphs including planar graphs [Hopcroft and Wong 1974],
interval graphs [Garey and Johnson 1990], and trees [Aho et al. 1974].

2.2 Subgraph Isomorphism

This problem attempts to determine whether, given two graphs G = (V1, E1)
and H = (V2, E2), there is a subgraph of G that is isomorphic to H. Formally,
is there a subset V ⊆ V1 and a subset E ⊆ E1 such that |V | = |V2|, |E| = |E2|,
and there exists a one-to-one function f : V2 → V satisfying {u, v} ∈ E2 if and
only if { f (u), f (v)} ∈ E [Garey and Johnson 1990]?

Subgraph isomorphism has been shown to be NP-complete, since it contains
clique as a subproblem [Cook 1971]. A polynomial algorithm was discovered by
Edmonds and Matula for the special case when both graphs being compared are
trees [Garey and Johnson 1990]. If just one graph is a tree, Garey and Johnson
[1990] prove the problem to be NP-complete.

2.3 Chemical Graphs

A molecule can be represented as a chemical graph, where the vertices represent
atoms and the edges represent bonds. Since chemical bonds are not directional,
a chemical graph is an undirected graph. It is possible to represent a double
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bond with two edges and a triple bond with three edges between the same
vertices, resulting in a multigraph. Since chemical kinetics applications usually
do not distinguish between the various bond types (single, double, triple, or
aromatic), we do the same in this article. However, our research is applicable
to multigraphs because of the existence of a polynomial-time algorithm that
transforms any chemical multigraph into a simple graph of bounded valence
[Faulon 1998]. Since the number of bonds emanating from any given atom is
bounded by a constant value, chemical graphs are known as graphs of bounded
degree or valence.

Chemical graphs can also be defined geometrically, where the position of
atoms in space is also known. We do not consider geometric chemical graphs in
this article.

Just as efficient graph isomorphism algorithms have been discovered for
other special classes of graphs, a theoretical polynomial-time solution has been
proven to exist for graphs of bounded valence [Luks 1982], which is further
described in this related book on group-theoretic algorithms and graph isomor-
phism [Hoffmann 1982]. However, this article does not describe an algorithm,
and no one has yet implemented a practical, polynomial-time, graph isomor-
phism algorithm for graphs of bounded valence [Faulon et al. 2004].

2.4 Canonical Naming Algorithms

Another problem that is related to graph isomorphism is the question of how
to uniquely label a graph. If a graph representing a compound can be given a
unique label, compound comparison would be trivial. A simple string compari-
son could be used to determine if two graphs were isomorphic. There have been
many attempts to label graphs such that all isomorphic forms have the same
canonical labels, but this problem is at least as hard as the graph isomorphism
problem [Babai and Luks 1983]. Canonical naming refers to some process that
results in a labeling of each node of the graph such that the subsequent rep-
resentation of the labels and connectivity results in a unique representation of
all isomorphic structures.

2.4.1 Nauty. One of the fastest algorithms for isomorphism testing and
canonical naming is Nauty (No AUTomorphism, Yes?) [McKay 2004]. It is
based on a method of finding the automorphism group for a graph [McKay
1981]. An automorphism is a mapping of a graph onto itself. A graph may have
many such mappings, which are collectively referred to as the automorphism
group.

Given a graph G(V , E), a partition of V is a set of disjoint subsets of V .
The set of all partitions of V is denoted by �(V ). The divisions of a particular
partition π are called its cells. A partition with one cell is called a unit partition
and a partition in which each cell contains only one vertex is called a discrete
partition. Given two partitions π1 and π2, π1 is finer than π2 (and π2 is coarser
than π1) if every cell of π1 is a subset of some cell in π2. The unit partition is
the coarsest partition, and the discrete partition is the finest. The key to the
algorithm is producing equitable partitions. McKay [1981] proves that every
graph has a unique, coarsest equitable partition that is guaranteed to exist.
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The Nauty package implements a refinement process that takes any partition
(usually a unit partition) as input and produces the unique equitable coarsest
partition as output. This naming algorithm is the most efficient and reliable
algorithm of its type [Miyazaki 1997] with the possible exception of Faulon et al.
[2004]. The time complexity of Nauty was analyzed in Miyazaki [1997], where
it is proven that the worst-case time complexity is exponential. In practice,
when used on chemical graphs, Nauty appears to have a complexity that is
linear.

2.4.2 Morgan’s Algorithm. The first attempt at creating a canonical name
for molecules in systems came from the Chemical Abstracts Service [Morgan
1965]. This algorithm creates a name for a given compound based on the names,
connectivity, and other properties of the atoms encountered during the traversal
of its graphical representation. Many researchers have modified this algorithm
to fit their particular needs or data sets. Chen et al. [2004] describe a variant
of Morgan’s algorithm in which each atom is assigned a code, which consists of
the atom’s elemental symbol, its connectivity, and particle charge. While this
algorithm works for almost all chemical structures, it can fail when the graph
is highly regular producing oscillatory behavior [Gasteiger and Engel 2003].
Morgan’s algorithm has been adapted with approximation techniques to solve
such problems [Cieplak and Wisniewski 2001].

2.4.3 Signature-Based Canonization. This naming algorithm produces a
molecular descriptor called a signature, which is based on extended valence se-
quences. This algorithm compares favorably with Nauty, especially when con-
sidering larger graphs [Faulon et al. 2004].

The algorithm first constructs a graph, which is similar in form to a tree, for
each atom in the molecule. The graph is not formally a tree since vertices rep-
resenting atoms may appear more than once in the graph. The root of the “tree”
is the atom being considered. The next level is composed of nodes representing
all of the atoms connected to the root atom. The next level contains all of the
atoms connected to atoms in the previous level. This process continues until all
bonds in the molecule have been considered.

Each node in the tree is then initialized with an integer invariant that is
derived from the represented atom’s type. Then, starting from the level furthest
from the root, the nodes are sorted based on their invariants. The invariants
of the nodes at the next level closer to the root are then recalculated based on
their invariants and those of their neighbors. This process continues until the
root is reached. The purpose of this procedure is the production of a unique
ordering of the edges of the graph based on the node invariants.

The graph is then traversed in a depth-first manner, producing a signature
for the atom. This signature contains enough information to completely rebuild
the molecule.

Faulon [2007a] has made his C-language implementation of this algorithm
available. We have implemented a version of this algorithm in Java.

The worst-case time complexity of the Signature algorithm is exponential
[Faulon 2007b]. The paper that introduces this algorithm empirically compares
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its performance to Nauty [Faulon et al. 2004]. Based on a rough analysis of the
logarithmic graphs in the paper, it appears that the Signature algorithm scales
in a linear fashion on the complex graphs presented. Graphs of this complexity
(3D meshes, 4D cages, power law graphs, etc.) are very rare in cheminformatics.
Therefore, it seems reasonable to assume that this algorithm will perform with
a time complexity of O(n) on chemical graphs.

The graphs show that while Nauty tends to have a higher order time com-
plexity on these complex graphs (O(n2) to O(n4)), Nauty outperforms Signature
for small graphs. Since chemical graphs tend to be relatively smaller graphs, it
also seems reasonable to assume a time complexity of O(n) for Nauty.

2.5 Maximum Common Subgraph

Many algorithms that have been developed for various applications in chem-
informatics and bioinformatics are based on the discovery of the maximum
common subgraph contained within a pair of given molecular graphs.

Given graphs G1 and G2, if graph H is isomorphic to a subgraph of both G1

and G2 and H is the largest such subgraph, H is called the maximum common
subgraph (MCS).

The algorithms used to find the MCS among chemical graphs have been
surveyed and divided into two categories: exact and approximate [Raymond
and Willett 2002]. A very similar taxonomy in the pattern recognition field has
been published as well [Conte et al. 2004].

These algorithms have been used for protein-ligand docking, database
searching, the prediction of biological activity, reaction site modeling, and the
interpretation of molecular spectra [Raymond and Willett 2002].

3. RELATED WORK

The idea of automatically mapping atoms in a chemical reaction was first pro-
posed in a seminal paper by Vleduts [1963]. The subsequent cheminformatics
literature [Lynch and Willett 1978; McGregor and Willett 1981; McGregor 1982;
Blower and Dana 1986; Moock et al. 1988; Raymond and Willett 2002; Chen
et al. 2004; Ugi et al. 1994; Kvasnicka et al. 1983; Kvasnicka 1984] over a few
decades describes a few approaches to solve this problem (also known as the
automatic reaction center specification) and two cheminformatics systems that
use this idea. We observe that these papers are for a chemistry audience with
algorithms incompletely specified. There are no rigorous formulations of the
problem and no discussions of algorithmic correctness or complexity. Experi-
mental results, if any, are not detailed and do not provide enough information
for comparisons to be performed. Gasteiger and Engel summarize the situation
in their text on “Cheminformatics” [Gasteiger and Engel 2003] state that “a
few systems for automatic reaction center specification are available. However,
little has been published on this matter and therefore it is not discussed in any
detail here.”

Most of the algorithms developed thus far are based on finding the MCS.
Akutsu [2004] documents two fundamental problems with this approach. Para-
phrasing,
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(1) MCS is NP-hard so the approaches are heuristics (which are not guaran-
teed to find the maximum common subgraph) or exhaustive (and are time
consuming).

(2) Even if one somehow finds the MCS, there is no reason to believe that this
leads to the correct mapping. In particular, we note that MCS approaches,
assuming they find an optimal solution, will find a mapping that minimizes
the number of reaction sites, which may or may not minimize the number
of bonds broken or formed.

Three recent research efforts on this problem that are more oriented toward
biological reactions, include the following:

(1) Researchers at the Technical University of Catalonia have recently pub-
lished a paper describing algorithms used to perform consistency checking
on an important class of enzymatic reactions [Felix and Valiente 2005]. They
have also implemented a tool that they demonstrate by analyzing release
29.0 of the KEGG/LIGAND database.

This tool is based on algorithms that perform atom-atom mapping be-
tween reactants and products of enzymatic reactions that fit one of four
prescribed forms. A mapping will be produced only if the reaction fits into
one of four classifications. A solution is not guaranteed. Therefore, they
were only able to process 35% of the reactions in the database. In addition,
the paper does not describe how atoms are mapped to other atoms within
isomorphic graphs.

(2) Akutsu [2004] presents several algorithms, both theoretical and practical,
that involve graph partitioning and isomorphism testing as opposed to the
use of MCS. Akutsu’s practical algorithms are mostly limited to reactions
that have two reactants and two products. Akutsu’s algorithm works by
performing a cut of size C on each of the compounds in the reaction and
then attempts to find a mapping between the compounds that form a di-
rected cycle of size 4. This is an important limitation of this approach since
the optimal or correct mapping may involve cutting one compound, but not
cutting another. Akutsu’s approach cuts each of the compounds before per-
forming isomorphism testing. This algorithm was tested against release
20 of the KEGG/LIGAND database which contained 5,238 reactions. Of
those reactions, only 2,346 are in the correct form for use by the algorithm
above. The criterion for success was that a mapping was found among the
named compounds. This may or may not be the chemically correct or math-
ematically optimal mapping. It is noted in the paper that correctness is
not guaranteed. Among the items mentioned for further research include a
more robust treatment of rings. Since the size of the cut is 1, cutting a ring
structure will never produce two graphs. Therefore, reactions that result in
the separation of rings will not be correctly mapped by this algorithm.

(3) Another pair of recently published papers [Apostolakis et al. 2008;
Korner and Apostolakis 2008] extend the RASCAL system [Raymond et al.
2002], which is based on solving the maximum common edge subgraph
(MCES) problem. MCES can be related to MCS and is, therefore, also
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NP-complete. The new publications describe the transformation of MCES
into the weighted maximum common edge subgraph via the application of
sophisticated edge weights that are used as optimization criteria.

4. PROBLEM FORMULATION AND THEORETICAL RESULTS

We believe that one of the contributions of this article is a precise mathematical
formulation of the automated reaction mapping problem that applies to any
chemical or biological reaction along with a well-defined optimization criterion
that is chemically correct for a majority of reactions.

Definition 1. A chemical graph is a graph G(V , E), where each vertex v
has an associated label l (v) ∈ {a1, . . . , ak}. Each label denotes a chemical atom
(e.g., C, O, H, etc.). Each edge e ∈ E corresponds to a chemical bond.

The standard unlabeled graph is a special case of a labeled graph; that is,
one where all vertices have the same label.

Since the number of bonds emanating from any given atom is bounded by a
constant value, chemical graphs are also graphs of bounded degree or valence.

Definition 2. A chemical reaction is an equation of the form

R1 + · · · + Rg ⇐⇒ P1 + · · · + Ph (1)

where each reactant Ri and each product Pj is a chemical graph.

Definition 3. A chemical reaction is valid if, for each label ai, the total num-
ber of vertices in the reactant graphs with label ai is equal to the total number
of vertices in the product graphs with label ai; that is, atoms are conserved in
the equation.

Although this conservation of atoms seems obvious, reaction databases may
contain invalid reactions. Database validation is a common application that can
benefit from valid reaction testing.

Definition 4. A reaction mapping in a valid chemical reaction is a one-to-
one mapping f of each vertex v in the reactant graphs to a vertex w in the
product graphs such that l (v) = l (w).

Definition 5. We next define the cost of a mapping f : consider a pair of
vertices v1 and v2 in the reactant graphs; let w1 = f (v1) and w2 = f (v2). Cost
c(v1, v2) = 1 if there is a bond between v1 and v2 but not between w1 and w2 or
vice versa; c(v1, v2) = 0 if there is either a bond between v1 and v2 and between
w1 and w2 or if there is no bond between either pair. Adding costs over all
possible vertex pairs (v1, v2) in the reactant graphs gives the cost of the mapping.

Less formally, one may think of the cost of a mapping as the number of bonds
that are formed or broken in the mapping. This is known as the principle of
minimal chemical distance [Kvasnicka and Pospichal 1991; Balaz et al. 1992;
Jochum et al. 1980; Jochum et al. 1982].

Definition 6. The reaction mapping problem is “given a valid chemical re-
action, obtain a mapping of minimum cost.”

ACM Journal of Experimental Algorithmics, Vol. 13, Article No. 1.15, Publication date: February 2009.



Automated Reaction Mapping • 1.15:9

We believe that our cost formulation best represents the reality of what is
actually occurring in the reaction. In practice, when the cost of an optimal
mapping has seemed to be too high, the reaction data has usually contained
one or more errors.

There may be more than one optimal mapping and a mathematically optimal
mapping may or may not represent the correct chemical mapping.

4.1 General Reaction Mapping Problem

THEOREM 4.1. The Reaction Mapping problem for general graphs is NP-
Complete.

PROOF. The decision version of the reaction mapping problem for general
graphs may be stated as follows: given reactant graphs and product graphs,
with associated sets of vertices R and P , respectively such that |R| = |P |,
is there a bijection from R to P whose cost is less than or equal to C? To
prove that the problem is NP-complete, we must show (1) that it is in NP
and (2) that a known NP-complete problem can be reduced to it in polynomial
time.

Given a bijection f from R to P , we can for each pair of vertices v1 and v2 in
R compute the absolute value of the difference in the number of edges between
v1 and v2 and between f (v1) and f (v2). Summing over all pairs of vertices gives
the cost of the bijection. If this quantity is less than or equal to C, we return a
“yes,” otherwise we return a “no.” This is clearly a polynomial time algorithm
and shows that the problem is in NP.

Next, we reduce the subgraph isomorphism to reaction mapping in polyno-
mial time as follows. Suppose we are asked to determine whether a given graph
G is isomorphic to any subgraph of H. Let gv and ge, respectively, be the num-
ber of vertices and edges in G and let hv and he be the number of vertices and
edges in H. We assume that gv ≤ hv and ge ≤ he, otherwise the answer to
the subgraph isomorphism question is clearly “no.” We now formulate the cor-
responding reaction mapping problem: the set of reactants consists of H; the
products consist of G and hv − gv vertices of degree 0. The parameter C is set
to he − ge. Observe that this reduction is clearly polynomial-time.

Now we will show that G is isomorphic to a subgraph of H if and only if there
is a bijection in the constructed reaction of cost C or less. Notice that a bijection
with cost less than C cannot exist, because the reactant graph has exactly C
more edges than the product graphs. If G is isomorphic to a subgraph of H,
then there exists a mapping such that all the edges in G correspond to edges
in H. The remaining C edges in H represent the cost of the bijection. If G is
not isomorphic to a subgraph of H, there is no mapping such that all edges in
G correspond to edges in H. Therefore, there will be at least one edge of G that
does not have a matching edge in H and at least one edge in H that does not
have a matching edge in G in addition to the C unmatched edges in H giving
a cost of at least C + 2.

The example in Figure 1 shows that graph G is a subgraph of H, since u
and v may be mapped to several pairs of vertices in H since the edge (u, v)
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Fig. 1. H ⇐⇒ G+ vertices of degree 0, where G is a subgraph of H.

Fig. 2. H ⇐⇒ G+ vertex of degree 0, where G is not a subgraph of H.

corresponds to any of the edges in H. The cost of this mapping is, therefore,
C = 4, since four unmatched edges exist in H.

The example in Figure 2 shows that graph G is not a subgraph of H, since
the edge (v, w) does not exist in H. Therefore, the cost cannot be C = he − ge

but must be at least he − ge + 2.

4.2 Identity Chemical Reactions

Definition 7. An identity chemical reaction is one in which there is a one-
to-one correspondence between reactant graphs and product graphs such that
each reactant graph is isomorphic to the corresponding product graph.

We first describe how to solve the following problem: “Given a valid chemical
reaction, is it an identity chemical reaction?”

This is a critical step in our reaction mapping algorithms because it deter-
mines whether a mapping has been found. Our algorithms may use any one of
the canonical labeling algorithms described earlier to name all the reactants
and products. We then separately sort reactant names and product names and
match the two lists.

Since we have a choice of canonical labeling algorithms, we represent the
time complexity of an abstract canonical naming algorithm as CN(n) where n
represents the number of vertices in the structure to be named. Since molecular
graphs are graphs of bounded valence, the number of edges is of the same order
as the number of vertices and we also use n to represent the number of bonds.

THEOREM 4.2. The reaction is an identity reaction if and only if all reactant
names match product names provided that the canonical labeling algorithm
generates unique names for distinct molecules.

PROOF. If the reaction is an identity reaction, the reactant molecules are
identical to the product molecules. Therefore, the canonical labeling algorithm
will generate precisely the same set of names for reactants and for products.
If the reaction is not an identity reaction, there will be at least one molecule
on either the reactant or product side that is not matched by a molecule on
the other side. From the uniqueness assumption, the canonical label for this
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molecule will not be matched by any of the canonical labels for the molecules
on the other side of the reaction.

Henceforth, we will assume that canonical labels are distinct for distinct
molecules.

5. REACTION MAPPING ALGORITHMS

The basis for all of our algorithms is the following idea:

THEOREM 5.1. Any mapping of a valid chemical reaction is equivalent to
cutting a set of bonds in the reactants and products such that the resulting
equation is an identity chemical reaction.

PROOF. This proof consists of two parts. First, we show that the set of bonds
that need to be broken to get an identity chemical reaction can be obtained from
a mapping. Next, we show that a mapping can be obtained from a set of bonds
that break a reaction into an identity chemical reaction.

Part I: Consider any reaction mapping f corresponding to a valid chemical
reaction. Let v1 and v2 be any pair of vertices in the reactant graphs and w1 =
f (v1) and w2 = f (v2) be the corresponding vertices in the product graphs. We
will now transform the original reaction into an identity reaction as follows:
Let Ev be 1 if there is an edge between v1 and v2 in the reactant graphs and
0, otherwise. Similarly, let Ew be 1 if there is an edge between w1 and w2 in
the product graphs and 0, otherwise. If Ev = Ew, we make no changes to the
bonds (if any) between v1 and v2 or w1 and w2. If Ev > Ew, we break the
bond between v1 and v2; if Ew > Ev, we break the bond between w1 and w2.
We repeat this process for every pair of vertices in the reactant graphs (and,
therefore, also for every pair of vertices in the product graphs). The resulting
equation must be an identity reaction because (1) from the definition of a valid
chemical reaction, both sides of the reaction have identical atoms and (2) our
constructive procedure described above ensures that any pair (v1, v2) and its
corresponding pair (w1, w2) are either both joined by a bond (if Ev = Ew =
1 in the original reaction) or both not joined by a bond. This results in an
identical connectivity structure on both sides of the equation giving an identity
reaction.

Part II: Consider two molecules on either side of an identity chemical reaction
that are assigned identical names by a canonical naming algorithm. Clearly,
there exists a bijection between the set of atoms in one molecule and the set of
atoms in the other such that any pair of atoms in one molecule are joined by an
edge if and only if the corresponding pair in the other molecule are joined by
an edge.

Next, consider a reactant molecule in an identity chemical reaction. By defi-
nition, this is a subgraph of a reactant molecule in the original reaction. There-
fore, there is a bijection between the atom in the subgraph molecule and the
original molecule.

Given the original reaction and the identity chemical reaction obtained by
breaking some combination of bonds in the original reaction. We define four sets:
let RO be the set of atoms in the original reactant graphs and RI be the set of
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Fig. 3. Bijection from RO to PO .

Fig. 4. Pseudocode for CSL.

atoms in the reactant graphs in the identity chemical reaction. Similarly, let
PO and PI respectively be the set of atoms in the product graphs in the original
and identity chemical reactions. We construct a bijection from RO to PO by
composing the two types of bijections discussed above from RO to RI , RI to PI ,
and PI to PO . By construction, this mapping corresponds to the combination of
bonds broken (See Figure 3).

5.1 Cut Successive Largest

This is a greedy algorithm that attempts to map input reactants to output
products by successively cutting the largest compound on either side of the
equation until a valid mapping is found. First, the reaction is searched for any
pre-existing matches by naming each compound and comparing compounds on
one side of the equation to those on the other. The remaining compounds are
then ordered based on the number of atoms and the largest is selected. The
largest compound is then “cut” by partitioning the graph G into two connected
subgraphs by removing a single bond in the case of a tree or removing one or
two bonds in the case of graphs containing cycles. The bond(s) to be cut is se-
lected by removing each bond in succession and performing isomorphic testing
against the compounds on the other side of the equation. The bond that max-
imizes the number of matched compounds is selected. The optimal matching
bond is used to cut the largest compound, which is then replaced by the result-
ing compounds (which have been renamed using the naming algorithm). The

ACM Journal of Experimental Algorithmics, Vol. 13, Article No. 1.15, Publication date: February 2009.



Automated Reaction Mapping • 1.15:13

Fig. 5. Initial reaction (hydrogen atoms are suppressed, C atoms are black, O atoms are white,

double and triple bond have been elided).

Fig. 6. First cut (hydrogen atoms are suppressed).

process then repeats until each atom or compound found among the reactants
is matched to an analog from the products.

Example for CSL. We illustrate this algorithm using the KEGG/LIGAND
reaction R00006:

2Pyruvate ⇐⇒ 2 − acetolactate + CO2 (2)

The reaction (Figure 5) is first searched for the largest compound, which is,
2-acetolactate. All eight bonds are tested.

The mark in Figure 6 identifies the optimal bond to cut. The result is a
pyruvate molecule, which matches one of the molecules among the reactants
and a acetaldehyde molecule (CCO).

The largest remaining unmatched compound is identified as the one remain-
ing pyruvate molecule. All five bonds are tested, resulting in the cut along the
mark in Figure 7 resulting in a Carbon Dioxide molecule and a Acetaldehyde
molecule. At this point, all compounds have been mapped.

THEOREM 5.2. CSL finds a mapping for a valid chemical reaction.

PROOF. Each iteration in CSL matches and eliminates identical products
and reactants and then cuts a bond on the largest unmatched molecule. The
process terminates when all reactants and products have been matched. The
process is guaranteed to terminate in the worst case when all bonds have been
broken, resulting in identical atoms on both sides of the equation.

Complexity Analysis of CSL. The worst-case scenario for this algorithm
is one that involves cutting each bond until each atom among the reactants
matches an atom among the products. Since chemical graphs are graphs of
bounded valence, the number of bonds is roughly equal to the number of atoms
O(n). Therefore, the outer loop contributes O(n).

Given a reaction with g reactants and h products as in Equation 1. Finding
the largest compound can be done in O(g + h). Finding a bond to remove
involves temporarily removing each bond in the compound and (assuming a
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Fig. 7. Second cut (hydrogen atoms are suppressed).

Fig. 8. Pseudocode for exhaustive bond search.

tree) naming each of the two resulting graphs. Therefore, O(n) is a loose upper
bound. Since for each bond removal the two new compounds must be named,
this step can be done in O(n × (2 × CN(n))) (where CN(n) represents the time
complexity of the naming algorithm used). Actually removing the optimal bond
can be done in O(2 × CN(n)) and matching the compounds can be done in
O(g + h). Therefore, the worst-case complexity of each iteration is O(g + h) +
O(n × (2 × CN(n))) + O(2 × CN(n)) + O(g + h). Since the complexity of the
naming algorithm will most likely dominate this equation, when we account
for the outer loop, the overall worst-case complexity becomes O(n2CN(n)).

CSL does not always find the optimal mapping. It is possible, in situations
where compounds tie for largest, that CSL may make a suboptimal choice.

5.2 Exhaustive Bond Search

This algorithm exhaustively searches the solution space for mappings that
break the fewest number of bonds. The algorithm begins by comparing all re-
actants to all products for matching compound names. If all compounds can be
matched, the algorithm finishes and the number of bonds created or destroyed
is zero.

The algorithm then creates a bit pattern with a bit representing each bond
in the equation. A “candidate” is created based on the bit pattern, which causes
each bond represented by a 1 in the pattern to be broken. Each candidate is
then tested, scored, and the best is preserved.

Each time through the loop, the next binary number in the pattern is pro-
duced by progressively flipping bits. Each candidate is then evaluated based on
the number of bonds broken. If a compound does not have a match (i.e., the can-
didate is not an identity chemical reaction), the candidate equation is rejected.
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Table I. GRI-Mech Reaction 176 Adjacency Matrix

C H C O

C 0 1 2 0

H 1 0 0 0

C 2 0 0 2

O 0 0 2 0

O C

O 0 3

C 3 0

C H C H

C 0 1 3 0

H 1 0 0 0

C 3 0 0 1

H 0 0 1 0

Ketenyl radical Carbon monoxide Acetylene

Each bond that is broken contributes one to the score. The lowest score is the
best.

Example of Exhaustive Bond Search. As an example, we will use reaction
177 from GRI-Mech:

2 Ketenyl radical ⇐⇒ 2 Carbon monoxide + Acetylene (3)

As shown in Table I, each of the two ketenyl radicals contributes three bonds
(one single bond and two double bonds). Each of the two carbon monoxide
molecules contributes one triple bond and acetylene has 3 bonds, giving a total
of 11 bonds in the reaction.

All 11 bits are initially zero, meaning that no bonds will be broken. The can-
didate matches the original reaction. The compounds are named, and their
names are compared for matches. Since there are none, the candidate is
rejected.

The bit pattern is incremented to now be: 00000000001, which is used to
construct the next candidate by breaking the first bond in the equation. The
initial bond ordering is not important. We only need to ensure that the bond
order is preserved across iterations.

Breaking the first bond has the effect of splitting the hydrogen atom off of
one of the reactant molecules, which gives us the following equation:

H + CCO + CHCO <=> CO + CO + CHCH

Since no compounds can be matched, this candidate is also rejected. The bit
pattern is incremented again to yield 00000000010, which is used to construct a
new candidate by breaking one bond (this time the second bond in the equation),
giving:

CH + CO + CHCO <=> CO + CO + CHCH

This time, the CO on the left can be matched to a CO on the right, but we still
have four unmatched compounds causing the candidate to be rejected. The next
iteration will test 00000000011, which will break both of the aforementioned
bonds. This process continues until all 211 possibilities have been tested.

There are 54 bit patterns that result in a fully mapped equation. The lowest
cost candidate has a score of 3 and there is just one bit map (01000010010) with
this score.

The optimal mapping results in each of the three larger molecules having
one bond broken:

CH + CO + CH + CO <=> CO + CO + CH + CH
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Fig. 9. Pseudocode for FBF.

Correctness and Optimality Proof for Exhaustive

THEOREM 5.3. Exhaustive finds a mapping of optimal cost for a valid chem-
ical reaction.

PROOF. The exhaustive algorithm breaks every combination of bonds in the
reaction and determines whether the resulting reaction is an identity reaction.
If it is, that combination of bonds corresponds to a mapping (from Theorem 5.1)
and the number of bonds broken, the cost of the mapping is recorded. At least
one of these combinations is guaranteed to correspond to a mapping (e.g., when
all bonds are broken). The algorithm identifies the combination(s) of least cost
that result in a mapping. Optimality is guaranteed, since all possible combina-
tions are considered.

Complexity Analysis of Exhaustive. Since this algorithm checks every pos-
sible solution, the loop is executed 2n times where n is the number of bonds.
The naming algorithm is executed on each iteration, giving a time complexity
of O(2nCN (n)).

If we assume that n is the total number of atoms in the equation, and the
compounds c1, c2, . . . , cm that result from breaking bonds contain the number of
atoms a1, a2, . . . , am where n = ∑m

i=1 ai, then CN(n) will always be a loose upper
bond, since CN(n) ≥ CN(a1)+CN(a2)+ · · · +CN(am) because CN(n) must be �(n).

5.3 Fewest Bonds First

The algorithm was then modified to search the bit patterns in an optimized
fashion, where all bit patterns with a single 1 were searched followed by bit
patterns with two 1’s, and so on, until a match was found. Since we are con-
cerned with the minimum number of bonds broken, once all compounds are
mapped, the solution is returned without further searching. There may be more
than one solution that is minimal, but since we have no additional criteria by
which to discriminate between these minima, we ignore duplicate solutions.
Of course, the algorithm could easily be modified to collect all minimum cost
solutions.
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Example for FBF. If the same reaction: CHCO + CHCO ⇐⇒ CO + CO +
CHCH that was used with Exhaustive is used with this algorithm, the first
iteration will produce a set of bit patterns containing all 11 strings having
exactly one bit set to 1 (i.e., 00000000001, 00000000010, 00000000100, . . . ,
10000000000). Each of these bit patterns will be used to create a candidate
which will then be scored. On the next iteration, there are

(
11
2

) = 55 patterns

containing two bits set to 1. The next iteration produces a set of
(

11
3

) = 165
patterns, but as they are searched, a fully mapped solution is found, causing
the program to terminate with a score of 3. Only 131 tests are required to find
the lowest cost solution set.

Complexity Analysis of FBF. The number of ways to choose to set i bits,
during a single iteration of the algorithm above, in a compound with n bonds is
given by

(n
i

)
. Therefore, the number of ways to choose all possible bit patterns

for a compound with a total of n bonds where a mapping involves breaking b of
those bonds is given by

(n
0

)+ (n
1

)+ (n
2

)+ · · · (n
b

) = O(nb) Therefore, this algorithm
has a time complexity of

O(nbCN(n)) (4)

In practice, because most chemical reactions involve changing a relatively
small number of bonds, this algorithm does very well due to the fact that b in
Equation 4 is usually a small constant. This is a very important aspect of our
algorithms. Chemical molecules lend themselves to an optimization criterion
related to the fewest number of edge (bond) modifications.

For example, FBF mapped all 325 GRI-Mech reactions in 37 s compared to
48 hours when the Exhaustive algorithm was used.

5.3.1 Correctness of FBF. We prove the correctness of this algorithm with
the following theorem:

THEOREM 5.4. FBF finds a mapping of optimal cost for a valid chemical
reaction.

PROOF. FBF terminates when the first combination of bonds is found that
results in a mapping (i.e., when breaking that combination of bonds results
in an identity chemical reaction). Since FBF examines bond combinations in
increasing order of cost, the solution it returns is optimal.

5.4 Fewest Bonds First (Symbolized Bond Variant)

An additional optimization was made by considering bond symbolization when
evaluating bit patterns. The bond symbol refers to the atoms connected by a
bond. A bond that connects a carbon atom to an oxygen atom would have a CO
bond symbol.

To illustrate this idea, consider a valid chemical reaction in which there
is a total of six CO bonds on the LHS and a total of four CO bonds on the
RHS. The key observation here is that any bit pattern that corresponds to a
mapping must break exactly two more CO bonds on the LHS than it does on the
RHS.
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Fig. 10. Pseudocode for FBF-symbolized.

Therefore, when evaluating a bit pattern, using this method, we first count
the number of CO bonds that it breaks on the LHS and the RHS. If it does
not break exactly two more bonds on the LHS than it does on the RHS, we
immediately discard the bit pattern without invoking the relatively expensive
canonical naming algorithm. (Note that this idea applies to every bond symbol
in the reaction, not just CO.)

The relationship can be described as follows: consider a reaction with t bond
symbols. Let li be the number of bonds on the LHS with symbol i ∈ [1, t].
Similarly, let ri be the number of bonds on the RHS with symbol i.

THEOREM 5.5. In an identity chemical reaction, li = ri for all i ∈ [1, t].

PROOF. Suppose this is not true. Assume, without loss of generality, that
li > ri. Then, for any mapping f , there exists a pair of vertices (v1, v2) that are
joined by a bond with symbol i on the reactant side such that ( f (v1), f (v2)) is
not joined by a bond with symbol i on the product side. The reaction cannot
then be an identity chemical reaction.

Consider a combination of bonds that is being evaluated by FBF to determine
whether breaking those bonds will result in an identity chemical reaction. Let
bli be the number of bonds of symbol i that will be broken on the LHS of this
equation and similarly let bri be the number of bonds with symbol i that will
be broken on the RHS. From Theorem 5.5, if li − bli 
= ri − bri for any i, this
combination of bonds will not result in an identity chemical reaction and there-
fore does not correspond to a mapping. Therefore, this bond combination can
be discarded without invoking the canonical labeling algorithm.

Example for FBF-Symbolized. We use the reaction: CHCO + CHCO ⇐⇒
CO + CO + CHCH with the adjacency matrices in Table I.

As with all algorithms in this article, we ignore the bond type (single, double,
or triple). Ketenyl radical has one CH bond, one CC bond, and one CO bond.
There are two of these molecules on the reactant side of the equation, giving us
the following quantities of unique bond symbols:
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2 CH, 2 CC, 2 CO

And these on the product side:

2 CH, 1 CC, 2 CO

Recall from the Exhaustive example, that when we used the pattern
00000000001, we broke a hydrogen off of one of the reactant compounds, break-
ing a CH bond. We can see that this result:

1 CH, 2 CC, 2 CO

Does not match the product side:

2 CH, 1 CC, 2 CO

and does not, therefore, warrant generation of canonical names.
The optimal bit pattern (01000010010) breaks both CC bonds on the reactant

side to give:

2 CH, 0 CC, 2 CO

And the lone CC bond on the product side, which gives:

2 CH, 0 CC, 2 CO

producing a balanced result.
Recall that Exhaustive tested and scored 2,048 (211) chemical equations

while FBF needed to test only 131, via canonical naming, before finding an
optimal mapping. By checking for balanced bond symbols before testing, FBF-
symbolized is able to find the optimal solution after only 11 invocations of the
canonical naming routine.

Correctness and Optimality Proof

THEOREM 5.6. FBF-symbolized finds a mapping of optimal cost for a valid
chemical reaction.

PROOF. The correctness for FBF-symbolized follows from the correctness of
FBF and from Theorem 5.5 that eliminates the need to perform canonical label-
ing on bond combinations that are guaranteed to not result in a mapping.

Complexity Analysis of FBF-symbolized. This algorithm has a time com-
plexity of O(F (l , r, b)CN(n)) + O(nb+1 − n(F (l , r, b))). The first term represents
the patterns that have balanced bond symbols. Those equations will need to
call the naming routine to be tested. The second term represents the patterns
that fail the balanced bond symbol test. This test requires O(n). So, of the total
nb patterns, nb − F (l , r, b) will need to be tested at a cost of O(n) producing
O(nb+1 − n(F (l , r, b))). F (l , r, b) will be explained later in the article.

5.5 Constructive Count Vector

Note that FBF-symbolized generates exactly the same bit patterns as FBF. The
only difference is that the process of eliminating some of the bit patterns from

ACM Journal of Experimental Algorithmics, Vol. 13, Article No. 1.15, Publication date: February 2009.



1.15:20 • J. D. Crabtree and D. P. Mehta

consideration is faster because canonical naming algorithms are not invoked.
The final optimization in this line of algorithms generates only those bit com-
binations that satisfy Theorem 5.5.

Here, we introduce the count vector, which is used to track the number of
bonds by bond symbol on each side of the equation. As in the last section,
consider a reaction with t bond symbols. Let li be the number of bonds on the
reactant side with symbol i ∈ [1, t]. Similarly, let ri be the number of bonds
on the product side with symbol i. Then, the count vector for the LHS of the
equation is (l1, l2, . . . , lt), and the count vector for the RHS of the equation is
(r1, r2, . . . , rt).

The minimum number of broken bonds that could possibly produce a map-
ping can be calculated by using a modified notion of subtraction that we will
denote using ¬.

a ¬ b =
{

a − b if a > b,

0 if a ≤ b.
(5)

The minimum number of bonds that must be broken on the LHS is given by
(l1, l2, . . . , lt) ¬ (r1, r2, . . . , rt) and, similarly, the minimum number of bonds
that must be broken on the RHS is (r1, r2, . . . , rt) ¬ (l1, l2, . . . , lt).

Therefore, we can calculate the fewest number of broken bonds that can
possibly produce a mapping as:

kmin =
t∑

i=1

|li − ri| (6)

Of course, a valid mapping described by this minimum count vector configu-
ration may not exist. Therefore, until a mapping is found, we will need to add
bonds to the count vectors. In general, suppose that we wish to break k more
bonds on the reactant side (and, therefore, k more bonds on the product side).
These k bonds must be distributed among t bond symbols.

This is a problem in the realm of enumerative (or constructive) combinatorics
that is akin to distributing k identical balls into t distinguishable bins such that
each bin contains zero or more balls. However, we cannot place an unlimited
number of balls into the bins since the bin size is limited, in our case, by the
number of bond symbols available. Thus the problem we want to solve bay
be stated as “Design an algorithm to generate all bounded compositions k =
r1 + r2 + · · · rt , where 0 ≤ r j ≤ m j for t ≥ j ≥ 0.” [Knuth 2005]. We use the
solution to this problem from Knuth to generate all of the bounded compositions.

Example for CCV. Using the reaction: CHCO+CHCO ⇐⇒ CO+CO+CHCH
with the following adjacency matrices in Table I.

The count vector for the reactant side is (CC, CH, CO) = (2, 2, 2), while that
for the product side is (CC, CH, CO) = (1, 2, 2).

Therefore, the count vectors that represent the configuration that will pro-
duce a balanced bond equation while breaking the minimum number of bonds
are (2, 2, 2)¬(1, 2, 2) = (1, 0, 0) and (1, 2, 2)¬(2, 2, 2) = (0, 0, 0). Since we have
two CC bonds on the LHS, there are only two possibilities that require testing:
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Fig. 11. Pseudocode for CCV.

CH + CO + CHCO <=> CO + CO + CHCH

and:

CHCO + CH + CO <=> CO + CO + CHCH

Recall that FBF-symbolized produced
(

11
1

) = 11 bit patterns and used the
bond symbol equations to eliminate 9 patterns, leaving two to be tested via
isomorphism testing. In this algorithm variant, we produce only the two valid
bit patterns to begin with.

Obviously, these minimal patterns do not produce a valid mapping, so we
must investigate each way of adding a single bond to the count vector on the
reactant side: that is, (2, 0, 0), (1, 1, 0), (1, 0, 1) and on the product side: (1, 0,
0), (0, 1, 0), (0, 0, 1).

Notice that this method eliminates even the consideration of breaking two
bonds, since there are no possible bond symbol equivalences.

FBF-symbolized produces
(

11
3

) = 165 patterns that will break three bonds
and then uses the bond symbol equations to eliminate all but 17. If FBF-
symbolized quits after finding the first mapping, it will test the two patterns
with one bond broken and 9 more with three bonds broken, resulting in 11 total
tests.

Constructive count vector produces only the 17 possible three-bond patterns
and happens to find the correct mapping on the first test, resulting in three
total tests.
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If these two algorithms are modified to search for all possible three-bond
mappings, FBF-symbolized will need to consider 165 patterns, while CCV will
need to test only 17. It should be noted that although FBF-symbolized considers
165 patterns, only 17 will cause the naming routine to be called.

Correctness and Complexity Analysis of CCV

THEOREM 5.7. CCV finds a mapping of optimal cost for a valid chemical
reaction.

PROOF. CCV is designed to process precisely those bond combinations that
result in balanced bond symbols. These bond combinations are generated in
increasing order of cost as in FBF and FBF-symbolized. The algorithm termi-
nates when a bond combination yields a mapping and is, therefore, guaranteed
to be optimal.

Let F (l , r, b) be the number of bit patterns with b bonds that result in bal-
anced bond symbols. This analysis ignores the cases where 0, 1, . . . , (b−1) bits
are set, as we expect this to be dominated by the number of patterns with b bits
set. l denotes the bond symbol vector for the reactants and r the bond symbol
vector for the products. The overall complexity is O(F (l , r, b)CN(n)).

kmin denotes the minimum number of bonds that must be broken, as derived
in Equation 6. We first address two special cases: (i) If b < kmin, F (l , r, b) = 0.
(ii) If b − kmin is odd, F (l , r, b) = 0.

We next consider the general case. k = (b − kmin)/2 is the number of bonds
to be broken in the reactant graphs. In how many ways can this be done, given
that there are mi = li −(li¬ri) bonds of symbol i that are available to be broken?

Denote the set of solutions to the bounded composition as BC(l , r, b), where
b = 2k+kmin. We are not aware of a closed form formula for |BC(l , r, b)|, but note
that it is the coefficient of xk in the generating function F (x) = ∏t

i=1(
∑mi

j=0 x j ).

Let q′
i
α denote the number of bits of type i that need to be broken on the

reactant side in the αth bounded composition in BC(l , r, b). Let qα
i = q′

i
α+(li¬ri),

then the number of bit combinations that will be generated among the reactants
corresponding to the αth bounded composition is Lα = ( l1

qα
1

)( l2

qα
2

) · · · ( lt
qα

t

)
.

A similar quantity Rα may be obtained for the product side. Multiplying
the two quantities together yields the number of bit patterns corresponding to
bounded composition α. Adding over all bounded compositions α ∈ BC(l , r, b)
gives F (l , r, b).

6. EXPERIMENTAL RESULTS

The databases were processed with several Apple PowerPC machines running
OS X Version 10.4.7 on Dual 2.3 GHz CPUs with 1GB DDR SDRAM. The code
was written in Java and developed with JDK 1.4. The integration of the Nauty
2.2 package, which is written in C, was performed using the Java Native Inter-
face (JNI). Akutsu’s [2004] algorithms were run on a Pentium-4 class 2.2 GHz
Linux machine with 2 GB of RAM. His algorithm was coded in C.

Caveats: Java uses automated garbage collection algorithms that are exe-
cuted by the virtual machine. These garbage collection invocations cannot be
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Table II. GRI 3.0 Run Time Results

Correct Run Time (s)

Exhaustive 100% 175,170

Fewest Bonds First 100% 37

FBF-symbolized 100% 7

CCV 100% 6

CSL 94% 5

controlled by the programmer. Due to this uncertainty, our timing statistics
are useful for rough relative comparison purposes only. Also, when comparing
the performance of our system with that of Akutsu [2004] there are significant
hardware differences that come into play. Akutsu’s hardware was older than
ours and his code would undoubtedly run faster on today’s platforms. Our algo-
rithms were purposely tested against all reactions in each database. In doing
so, we processed reactions that undoubtedly contain errors. Therefore, our run
times may differ widely from tests run against cleaner data sets.

Sections 6.1 through 6.3 describe the result of running our algorithms on
three rather diverse datasets. Section 6.4 describes additional experiments that
we carried out to understand better

(i) the number of bonds broken or formed during reactions in the three
databases. This quantity is significant because of the impact it has in
determining the run time of the algorithm.

(ii) the inherent relative complexities of the three databases and the role this
plays in algorithmic run time and other measures of algorithmic “effort.”

(iii) the overhead incurred by the CCV and FBF-symbolized algorithms.

6.1 GRI-Mech 3.0

The Gas Research Institute has produced several mechanisms for use in chem-
ical mechanism research. The latest version is 3.0 [Institute 2006], which is
composed of 325 reactions that model natural gas combustion.

Since all of the species in this database can be represented by trees, we used
a simplified version of Morgan’s algorithm as our primary naming routine. This
algorithm is very fast but only works when the graph does not contain cycles.
(We have also tested this data set with the Nauty naming algorithm, which
produces the same results but take three to four times as long.)

As shown in Table II, CSL and CCV had the lowest run times. However, CSL
failed to map all of the reactions correctly due to situations where compounds
tied for the largest and the algorithm made a suboptimal choice.

6.2 KEGG/LIGAND v20

This database contains bioinformatics data on all chemical substances cur-
rently known to be relevant to life. It is released as a large composite database
containing smaller data sets.

We used the Nauty naming algorithm with this database because it contains
species with ring structures that can cause our simple Morgan implementation
to fail.
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Table III. KEGG/LIGAND V20 Run Time Results

(Hydrogen Atoms and Bond Types Ignored)

Applicable Success Run Time (s)

FBF-symbolized 100% 99% 774,471

CCV 100% 99% 537,015

CSL 100% 84% 1,400

Akutsu 45% 82% 67

Table IV. LLNL n-C7 Run Time Results

Success Run Time (sec)

FBF-symbolized 100% 100,840

CCV 100% 17,693

CSL 91% 14,805

As shown in Table III, our algorithms can be used on any reaction and pro-
duce more successful mappings at the expense of run time. In addition, our
definition of success is stronger than Akutsu’s. Akutsu defines success as find-
ing a mapping which may or may not be mathematically optimal.

Many reactions in the database are missing molecular structure files (e.g.,
C06245.mol referenced by R03816, and R04994). Others have an unequal num-
ber of atoms on the reactant and product side of the reaction (e.g., R00111).
There are 1,517 such reactions in the database.

There are a small number of reactions (18) that our bit-pattern-based al-
gorithms cannot map. An example is reaction R04619, which runs for hours
and eventually crashes. The MOL file C04923, which contains 59 atoms and 63
bonds, was modified in a subsequent revision of the database, presumably to fix
a connectivity error. The same reaction with the updated MOL file ran in under
5 s. We believe the other reactions in this category may contain similar errors.
Only 2% of the reactions contributed 77% of the FBF-symbolized run time.

Akutsu’s algorithm found matches for 1,912 of the 2,346 applicable reactions
(81.5%). The CPU time required for mapping these reactions was 66.7 s.

6.3 Lawrence Livermore National Laboratory n-C7

This reaction mechanism describes combustion and ignition phenomena for
normal heptane [Curran et al. 1998]. The connectivity data was added to the
mechanism by students in the Colorado School of Mines Chemical Engineering
department. The data set we used was an early version that contains errors. In
fact, our algorithms were used to identify connectivity-related problems in this
mechanism while our research was in progress. A system we have built using
these algorithms will be used by combustion experts to analyze this mechanism
in the near future.

This mechanism contains structures with rings. Therefore, our adaption of
the Nauty algorithm was used for canonical naming. Table IV shows the results.
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Table V. Number of Reactions in GRI with b Bonds Broken

b 0 1 2 3 4 5 6 7

# Reactions (GRI) 5 45 206 19 35 8 7 0

# Reactions (LLNL) 0 46 183 28 31 19 13 5

# Reactions (K/L) 0 54 200 15 48 1 7 0

Table VI. Relative Complexity

Database Sum(n) Sum(b) Avg(n) Avg(b)

GRI 2,412 736 7.42 2.26

LLNL 9,982 828 30.71 2.55

K/L 25,182 738 77.48 2.27

The Sum columns give the total value of n and b over all 325 reactions. The

Avg columns are obtained by dividing the corresponding Sum columns by

325.

6.4 Additional Insights

The theoretical analyses of our algorithms show that their run times depend on
n the total number of bonds in the reaction and b the number of bonds broken
in the reaction. Using all 325 reactions from the GRI-Mech 3.0 database and
randomly selected subsets with 325 reactions from the other two databases, we
compared the effect of these variables on the performance of the top two exact
algorithms: FBF-symbolized and CCV.

The FBF algorithm was not tested since it, simply a more primitive version
of FBF-symbolized. CSL, being a nonexact algorithm, was not tested, since it
will not produce a relevant comparison with the other algorithms because it
may not find an optimal mapping.

These tests were carried out on a Gateway PC running a 3.4 GHz Pentium
CPU with 2 GB of RAM. The code was compiled and run with JDK 1.6.0.02.

6.4.1 Distribution of b. Since the efficiency of our algorithms hinges on the
number of bonds broken or formed in a reaction, we present distributions of the
values of b for reactions in each of the three data sets (Table V). In each data
set, the number of reactions with a large number of broken bonds is a small
fraction of the total. Approximately 5% of GRI, 11% of the LLNL and 2% of
Kegg/Ligand reactions had more than four bonds broken or formed.

The five GRI reactions that are mapped without bonds being affected are
reactions that involve energy transfer from the singlet state of methylene to the
ground state triplet methylene. These reactions are included in the database
due to their interesting thermodynamic properties.

6.4.2 Database Complexity. Table VI shows the relative complexities of
these three data sets. GRI contains elementary chemical reactions while LLNL
is a comprehensive modeling study of n-heptane oxidation. K/L, which contains
all substances and reactions that are known to be relevant to life is the most
complex.

The system was configured to find all possible mappings that produce an
optimal solution (i.e., with the fewest number of bonds broken or formed). This
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Table VII. Relative Run Times in Seconds

Database CCV FBF-Symbolized

GRI 2.218 2.362

LLNL 1,000.300 1,393.873

K/L 1,257.010 1,848.042

is as opposed to our earlier experiments in which the algorithms terminated on
finding the first optimal mapping. This allows for a fairer comparison among
algorithms as it eliminates the possibility of an algorithm terminating quickly
because it happened to chance on an optimal bit pattern earlier. As with our
earlier experiments, Table VII confirms that CCV runs quicker on all three
data sets. More interestingly, Table VII also allows us to compare the three
benchmarks because all consist of the same number of reactions (325). GRI is
processed much faster than the other two, which is to be expected, since the
average values of n and b for GRI are smaller. K/L is only slightly slower than
LLNL (1.25× for CCV, 1.33× for FBF-Symb), which is a bit surprising when
one considers that the average value of n for K/L is 2.5× greater than it is for
LLNL. However, LLNL has a slightly higher average b (1.12×), and this slight
difference is significant because b appears in the exponent of the complexity
analyses for the two algorithms. Thus LLNL’s advantage with respect to n is
somewhat compensated by K/L’s advantage with respect to b.

Although we have used run times in the previous comparison of the
databases, a similar outcome is obtained if we instead use number of bit pat-
terns tested for each database (4444 for GRI, 1158334 for LLNL and 989926
for K/L). Once again, we see a substantial gap between GRI and the other two.
This time, the number of bit patterns tested is slightly higher (1.17×) for LLNL
than K/L. This slight difference may again be attributed to the tradeoff between
n and b. We caution that the number of bit patterns is not a complete indicator
of algorithmic effort as it does not include the time spent in evaluating each bit
pattern or the overhead associated with bit pattern generation.

6.4.3 Overhead in CCV and FBF-Symbolized. CCV and FBF-symbolized
have a method in common, testMask, that applies the given bit pattern to
the equation and invokes the canonical naming algorithms. Both algorithms
invoke testMask exactly the same number of times because both test exactly
the same set of bit patterns. Therefore, the algorithm that spends more time
executing testMask, as opposed to other “housekeeping” routines, is the more
efficient algorithm. This percentage is a very good metric for comparison, since
its relative value is independent of the hardware, operating system, or virtual
machine used at run time. This fact enables us to avoid Java garbage collection
issues and will allow us to compare potential algorithm improvements in the
future.

As shown in Tables VIII and IX, CCV is the more efficient of the two. This
confirms that the overhead incurred by generating valid patterns with Knuth’s
bounded composition algorithm is less than the work required to apply the bond
symbol equations within FBF-symbolized. It also shows that the efficiency gap
between the algorithms increases as the complexity of the equations increase.
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Table VIII. Relative Efficiency of CCV

DB Total t(s) testMask t testMask % i
GRI 2.218 2.034 92% 4,444

LLNL 1,000.300 969.288 97% 1,158,334

K/L 1,257.010 1,230.929 98% 989,926

Where i is the number of times the testMask routine is invoked.

Table IX. Relative Efficiency of FBF-Symbolized

DB Total t(s) testMask t testMask % i r
GRI 2.362 2.031 86% 4,444 51,013

LLNL 1,393.873 922.111 66% 1,158,334 91,875,157

K/L 1,848.042 1,220.413 66% 989,926 100,466,670

Where i is the number of times testMask is invoked and r is the number of patterns rejected

before invoking testMask.

7. CONCLUDING REMARKS

This article describes several algorithms based on graph theory and advanced
combinatorics to solve the reaction mapping problem. The bit-pattern-based
algorithms are guaranteed to find an optimal solution. The fastest of these
(CCV) only evaluates candidate solutions that, when considering bond symbols,
actually have a chance of being mapped. CCV is generally fast in practice, but
biological reactions exist that may take time to map. In these situations, CSL,
our fast greedy heuristic, may be used to obtain results quickly. Thus, CSL
and CCV complement each other well. Although the algorithms described here
pertain to graphs, they can be extended to map multigraphs (obtained when
double and triple bonds in molecules are represented by two and three edges,
respectively). The algorithms described in this article have been used as the
basis for a software system to map, classify, and display chemical reactions and
have been used to identify errors in reaction databases. They will soon be used
to validate entire mechanisms.
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