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A productivity-driven methodology for incremental floorplanning is described and the constrained
polygon transformation problem, a key step of this methodology, is formulated. The input to the
problem consists of a floorplan computed using area estimates and the actual area required for each
subcircuit of the floorplan. Informally, the objective is to change the areas of the modules without
drastically changing their shapes or locations. We show that the constrained polygon transforma-
tion problem is NP-hard and present several fast algorithms that produce results within a few
percent of a theoretical lower bound on several floorplans.
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1. INTRODUCTION

This paper proposes a simple incremental floorplanning strategy that differs
from traditional floorplanners in that it seeks to improve design productivity in
an aggressive physical design environment, where a significant investment of
design time is made in order to meet tight goals for area, performance, power,
etc. The core of the paper consists of algorithms to implement constrained poly-
gon transformations, a key component of this strategy. Design productivity,
which may be defined as the inverse of design time, is adversely affected by
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Fig. 1. (a) and (b) are the results of two runs of a floorplanner using the BSG technique [Nakatake
et al. 1998] on the benchmark circuit ami33. The only difference between the two runs is that
different random number sequences were used. Notice that the two floorplans are substantially
different: modules have different shapes and relative locations. Consider a two-terminal net be-
tween modules 19 and 28. Ideal pin positions for the net are marked using crosses in each figure.
Notice that the pin positions of 19 and 28 are altered as are the orientations of several modules (4,
26, 32, etc.). In this particular benchmark, all cells are hard; that is, their shapes are fixed. If the
benchmark permitted different shapes, we expect that the two runs would have resulted in several
modules with different shapes.

(1) number of design iterations and (2) time per iteration. Our incremental
floorplanning strategy was designed with a view to reducing both of these quan-
tities. In order to motivate the discussion, we consider a simplified scenario
consisting of two steps of the traditional physical design cycle: floorplanning
and place-and-route.

Design Scenario. A floorplanner dissects the chip area into modules. These
modules correspond to subcircuits that were obtained by a previous partitioning
step. The floorplanning algorithms use area estimates for these subcircuits to
allocate area for each module. Estimates are needed because the exact area
requirements of a subcircuit are unknown until after the subsequent place-
and-route step. However, the actual area of the laid-out circuit typically differs
from the estimate used by the floorplanner by a small amount. This invalidates
the floorplan and necessitates having to go to another iteration of the design
cycle.

Popular floorplanning algorithms [Wong and Liu 1989; Murata et al. 1996;
Nakatake et al. 1998] use techniques such as simulated annealing and genetic
algorithms. When these techniques are used in a given iteration of the design
cycle, there is no assurance that the resulting modules have any resemblance
in shape and location to those obtained in the previous iteration (Figure 1).
The area and timing requirements of a module are sensitive to its shape and
its pin locations and therefore to the relative locations of the modules in the

ACM Transactions on Design Automation of Electronic Systems, Vol. 6, No. 3, July 2001.



324 • Liao et al.

floorplan.1 Thus, if shapes and locations of modules fluctuate from one iteration
to the next, so does the area of the laid-out module. This results in a process
that is uncertain to converge. Also, aggressive design environments typically
require significant human input to the design process. A layout designer may
spend hours becoming familiar with a proposed layout. A drastic change in the
layout resulting from changes to module shapes and locations would result in
much time being lost as the designer would have to refamiliarize him / herself
with the new layout.

In practice, this problem is addressed by manually making small changes
to the floorplan to accommodate the actual area requirements with minimal
change to the shapes and locations of the modules. Our strategy is to design an
incremental floorplanner that can be used by a floorplan architect to perform
tasks that would otherwise have been performed manually. Specifically, the
input to the incremental floorplanner consists of

(1) The floorplan computed in the previous design iteration based on area es-
timates.

(2) The actual area required for each subcircuit (obtained by running the place-
and-route software on the modules computed by the floorplan).

The output of the incremental floorplanner is a new floorplan that uses the ac-
tual areas computed by the place and route software. The floorplanner attempts
to alter the shapes of individual modules to meet the actual area requirement
while simultaneously ensuring that the shape, dimensions, and location of the
new module are similar to those of the old module to facilitate convergence.
Other features and benefits of our incremental floorplanning technique are
listed below:

(1) Our floorplanner permits two types of incremental strategies: in one, the
incremental floorplanner is rerun after all the modules have been laid out
and accurate area estimates are available. In the other, the incremental
floorplanner may be run on a subset of modules, with the other modules
“frozen.” The latter capability is useful in design scenarios wherein some
modules are laid out before others because of small design team size, dif-
ferences in the expertise of different designers and varying complexities of
different subcircuits.

(2) Traditional floorplanning algorithms required modules to be rectangles.
However, recent results [Wang and Wong 1992; Dasgupta et al. 1995; Wong
and Liu 1989; Yeap and Sarrafzadeh 1993; Nakatake et al. 1998; Lee 1993;

1The area of a module consists of the cell area and the routing area. The cell area remains constant,
but the routing area depends on the module shape and pin positions. Pin positions clearly impact the
routing. The module shape has an impact because it is used to determine the number of standard
cell rows needed. This, in turn, affects the routing area. In a simple experiment, we computed
the total wire length (a traditional estimate of routing area) of an optimal placement for a netlist
with six cells with (i) the cells arranged in a single row and (ii) the cells arranged in two rows of
three cells each. The wire lengths were 78 units and 63 units, respectively; that is, the former is
approximately 24% greater than the latter!
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Xu et al. 1998; Kang and Dai 1998; Mehta and Sherwani 1996] indicate
that significant improvements in floorplan area may be obtained if recti-
linear regions are used. Thus, our floorplanner permits input modules to
take on arbitrary rectilinear shapes. However, it does not change the shape
of a module; thus, a rectangular module remains rectangular, an L-shaped
module remains L-shaped, etc. However, our technique does not preclude
changing module shapes; such changes would have to be explicitly sanc-
tioned by the floorplan architect. Finally, we note that our technique can
be used on traditional floorplans consisting solely of rectangles.

(3) The techniques of this paper can also be used to evaluate a given floorplan
for robustness with respect to engineering changes; that is, it determines
the probability that a given floorplan needs to be completely recomputed
because of changes in module areas.

In Section 2, we formulate the CPT problem and additional practical vari-
ants. Section 3 contains algorithms for the case where only a single polygon
needs to be resized, while Section 4 simultaneously resizes several polygons.
Section 5 contains experimental results and Section 6 concludes the paper.

2. PROBLEM FORMULATION

Consider a polygon P with n vertices v P
j = (x(v P

j ), y(v P
j )), 0 ≤ j < n, in clock-

wise order, the coordinates of which are integers. Side j of P is represented by
eP

j = (v P
j , v P

( j+1)mod n).2 The topological descriptor of a polygon P of size n is a se-
quence 〈t(v0), . . . , t(vn−1)〉where t(v j ) is (C)onvex (respectively, (R)eflex) iff vertex
v j subtends a π/2 (respectively, 3π/2) angle. A topological descriptor of a poly-
gon can be encoded by a Boolean array. Two rectilinear polygons P and Q have
the same topology iff they have the same topological descriptors. The polygons
P and Q in Figure 2 have the topology 〈C, C, R, C, C, R, C, C〉. Given two poly-
gons P and Q with the same topology, the displacement of side j of P with
respect to Q , denoted by δP Q ( j ),3 is the distance from (v P

j , v P
j+1) to (v Q

j , v Q
j+1).

In other words, δP Q ( j ) = |x(v P
j )− x(v Q

j )| if e j is vertical, and | y(v P
j )− y(vv j Q )|

if it is horizontal. Note that δ is symmetrical; that is, δP Q ( j ) = δQ P ( j ). In
Figure 2, δ(0) = δ(2) = δ(3) = δ(7) = 0 and δ(1) = δ(4) = δ(5) = δ(6) = 1. The
Constrained Polygon Transformation problem may be stated as follows:

CPT. Given a set of k nonintersecting simple rectilinear polygons 〈P1, . . . , Pk〉
such that each Pi has an area objective 1Ai ≥ 0 and a maximum displace-
ment vector 3Pi = 〈λPi

0 , . . . , λPi
ni−1〉, where λPi

j ≥ 0 and ni denotes the number
of edges (vertices) in Pi. Obtain a new set of nonintersecting simple polygons
〈Q1, . . . , Qk〉, such that for each i, 1 ≤ i ≤ k

(1) Pi and Qi have the same topology (topology constraint).
(2) Area(Qi) = Area(Pi) + 1Ai (area constraint).

2We will drop the “mod” and / or the superscript P when the context is clear.
3The subscript P Q will be dropped when the context is clear.
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Fig. 2. Constrained polygon transformation example.

(3) δPi Qi ( j ) ≤ λPi
j , 0 ≤ j < ni (displacement constraint).

(4) costi = maxni−1
j=0 (δPi Qi ( j )),

and the mean cost = (
∑

i costi)/k is minimized.

The displacement constraint allows the architect to manually control the
displacement of various edges of a polygon. For example, an edge that coincides
with the chip boundary may have a λ = 0 to prevent it from moving outside
the boundary. The topology constraint and the cost function are designed so
that an output polygon Qi is similar to the corresponding input polygon Pi.
This makes it more likely that a design cycle consisting of floorplanning and
place-and-route steps will converge more quickly. Note that a given problem
instance may not admit a feasible solution that satisfies the area constraint.
In such instances, the problem definition may be modified to allow Area(Qi) to
be close to Area(Pi) + 1Ai. In the sequel, we assume that a feasible solution
exists. However, our algorithms can be trivially modified to accommodate the
expanded problem definition.

2.1 Integer v/s Continuous Coordinates

The problem statement above assumes that only integer coordinates are per-
mitted, a common constraint on actual floorplanners. We show below that the
decision version of CPT, for integer coordinates where we ask whether there
exists a solution to CPT with cost ≤K , for some constant K , is NP-hard.

THEOREM 1. CPT for integer coordinates is NP-hard.

PROOF. The proof is by reduction from the subset-sum problem. An instance
of the subset-sum problem consists of a set S with elements vi ∈ N , i = 1, . . . , n,
m ∈ N , and m ≤∑n

i=1 vi. We are asked whether there is a subset S′ ⊆ S whose
elements add up to m. The polynomial-time reduction is done by creating a
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Fig. 3. Illustration of NP-hardness proof for CPT.

one-polygon CPT problem instance with 1A = m having a staircase construc-
tion as shown in Figure 3(a). The eis are the only movable edges and have λ set
to 1; the others have λ set to 0. The length of each edge ei is vi. The lengths of
the connecting horizontal edges between the movable edges are all two units.
The subset-sum instance has a solution iff the CPT instance has a solution
with cost ≤1; that is, K = 1 in the decision version of the problem. Note that
each movable edge is moved either by zero or one unit as shown in Figure 3(b)
because all coordinates must be integers. Clearly, a solution to CPT exists iff
a solution to subset-sum exists and is constructed by including vi in S′ iff ei is
moved by 1 unit.

In view of this result, our algorithms are based on various heuristics (de-
scribed in Sections 3 and 4) that operate on continuous coordinates, and simply
approximate the final coordinates by the nearest integer coordinates. These
algorithms do not, in general, produce an optimal solution, even for the contin-
uous version of CPT. The question of NP-hardness for CPT with continuous
coordinates remains open.

Other useful variants of CPT are:

[CPT NEG]: Some polygons are given negative1As; that is, they are required
to decrease their areas by |1A|. Others may be permitted to decrease their
areas by a maximum of |1A| to make room for expanding polygons in their
neighborhood on an “as-needed” basis.

Solution: Set λ = 0 for all expanding polygons (i.e., those with positive
1As). Use CPT to contract the remaining polygons by their |1A|s. Reset the
expanding polygons’ λs to their original values, and use CPT to expand them.
Finally, set1A= original |1A| for each polygon that was to be contracted on an
“as-needed” basis. Use CPT for a third time to expand these polygons so that
their areas are as close as possible to their original areas.
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Fig. 4. Applications of CPT SEG.

[CPT IN]: Identical to CPT, except that some edges of some polygons are
required to move inward. This can be stated more precisely by generaliz-
ing the notation of CPT and allowing λ j < 0. When λ j < 0, edge e j of a
polygon is forced to move inward exactly |λ j | units, while λ j ≥ 0 denotes
a maximum outward move. This variation is useful when a neighbor of
polygon P (say S) in the floorplan has been transformed before P , and in
the process, has moved some of its common edges with P outward. From
P ’s perspective, this represents an inward movement of its common edges
with S.

Solution: For each such polygon P , construct a new polygon P ′ by moving
all edges with negative λ inwards by |λ|. The area lost in this process (1B)
is easily computed. Now, run CPT on P ′ with 1A′ = 1A + 1B and, for all i,
λ′i = λi, if λi ≥ 0 and λ′i = 0, otherwise.

[CPT SEG]: Identical to CPT, except that there may be different constraints
on different segments of an edge. This variation is useful in a number of sce-
narios:

• Consider a standard cell placement tool that provides the feedback to
the floorplanner that a certain row needs to be enlarged to fit the de-
sign. In this case, only the portion of a vertical side that corresponds to a
boundary of that row needs to be expanded. For example, suppose that in
Figure 4(a), the placer requires Row 5 to be expanded to accommodate addi-
tional cells. In this case, only the bold segments of the vertical line need to be
moved out.

• Consider the edge v of module P that abuts Q and R in Figure 4(b). Suppose
that module Q has been “frozen”; that is, changes to its boundary are not
permitted and that module R has not yet been processed. In this case, the
constraint on the segment of v that abuts Q will differ from that on the
segment of v that abuts R.

Solution: Replace the original polygon with a new polygon with degener-
ate sides as follows: Consider a vertical edge consisting of m segments. Re-
place this edge by an alternating sequence of m vertical and m− 1 horizontal
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Fig. 5. Violation of constraints leads to self-intersection or changes in topology.

edges such that each vertical edge corresponds to a segment and each hor-
izontal edge is a degenerate edge of length 0 connecting adjacent vertical
segments.

3. CONSTRAINED TRANSFORMATION FOR A SINGLE POLYGON

To simplify the discussion, we first present algorithms for the CPT problem
for a single polygon. These results will be generalized to multiple polygons in
Section 4. First, in Section 3.1, the algorithm only permits edge movement in
one dimension; that is, only vertical or only horizontal edges are allowed to
move. This algorithm is generalized in Section 3.2 to permit movement of both
vertical and horizontal edges.

3.1 Transformation in One Dimension: CSPT 1D

Without loss of generality, we assume that only vertical edges can be moved.
Conceptually, our approach generates a sequence of polygons 〈P = P (0),
P (1), . . . , P (k) = Q〉 of increasing area, where area(Q) = area(P ) + 1A. Each
P (i) is obtained by simultaneously shifting all movable vertical edges of P (i−1)

outward by the same amount until one or more edges can no longer move (be-
cause of constraints). At this point, the edges that can no longer move are
frozen and the process repeated until the required area is achieved. In prac-
tice, the intermediate P (i) areas are not computed explicitly; rather, the al-
gorithm keeps track of the displacements of edges relative to their positions
in P = P (0). This allows each intermediate area to be computed in O(1) time.
We now describe the two circumstances in which a movable edge may become
unmovable.

(1) Simplicity Constraint: The polygon should remain simple (i.e., it should
have no self-intersections). We assume that a minimum clearance of co must
be kept between vertical edges that have been shifted towards each other.
In Figure 5, edges a and d must both be prevented from moving further
when the distance between them equals co.

(2) Topology Constraint: The topological descriptor of the polygon should be
preserved. We assume that the difference in x-coordinates between consec-
utive vertical edges in a clockwise traversal of a polygon must be at least
ct . In Figure 5, edge b must be prevented from moving further to the right
if a has stopped moving and the distance between them is ct .

ACM Transactions on Design Automation of Electronic Systems, Vol. 6, No. 3, July 2001.



330 • Liao et al.

Fig. 6. Opposing edges of e: (a) single polygon and (b) multiple polygons.

In order to satisfy the simplicity constraint, we need to maintain for each edge
the set of edges (called the opposing set) that could collide with it. This is defined
formally as follows. Let A(x1, y) and B(x2, y) be two points on the boundary of
P . Then B is in the horizon of A if the horizontal segment AB does not include
any points in the interior of P . Let ei and e j , i 6= j , be vertical edges of P . Then,
e j restricted to ei, denoted e j ` ei, is the set {(x(v j ), y) such that (x(vi), y) ∈
ei and y(v j ) ≤ y ≤ y(v j+1)}. (Assume without loss of generality that y(v j ) ≤
y(v j+1)}.) Let e and f be vertical edges of P . Then f is a member of the opposing
set of e, denoted opp(e), if every point of f ` e is in the horizon of some point of
e. It is not hard to see that the only edges that impose a simplicity constraint
on e are those in opp(e) and that, in the worst case, |opp(e)| = �(n). However, it
is sufficient to maintain at most three edges of opp(e) as shown below.

LEMMA 1. Let e be an arbitrary edge of P. The maximum displacement for
e can be determined from at most three edges of opp(e).

PROOF. Let opp(e) = 〈 f1, . . . , fm〉. As e moves outward it can only collide with
a member of opp(e) but this need not be the segment horizontally closest to e
(as that segment may not be movable). Note that fi ` f j , i 6= j , cannot have
length greater than zero. Thus, we may assume that the segments of opp(e)
are sorted in ascending order by y-coordinate. Call f2, . . . , fm−1 the interior
edges of opp(e). In Figure 6(a), vertical edges f2 and f3 are the interior edges of
opp(e). Clearly an interior edge cannot belong to any other opp(e), g 6= e. Thus,
an interior edge of opp(e) can only collide with e. From this set, we only need to
remember the one that would collide with e first. We are left with two additional
extremal edges of opp(e), namely f1 and fm. In Figure 6(a), edges f1 and f4 are
the extremal edges of opp(e). These could belong to some other opposing set and
need not collide with e first. We also store both extremal edges.

Algorithm CSPT 1D is shown in Figure 7. For each vertical edge in the poly-
gon, we maintain its opposing set (of at most three edges), polarity (direction
of shift–left or right), whether still movable, displacement constraint λ, and
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Fig. 7. CSPT 1D algorithm.

tentative maximum displacement MM from its original position in polygon
P = P (0).4 Upon completion of the algorithm, MM contains the final displace-
ments of each edge, from which the output polygon Q can be trivially computed.
Movable vertical edges are stored in an array-based min-heap data structure
H organized on their MM values. Thus, a movable edge with minimum MM is
stored at the root H[1].5

The algorithm uses the variable S to denote the minimum displacement
possible for all edges currently in H, L to denote the sum of lengths of all edges
in H, and δA to denote the area increment so far; that is, area(P (i)) - area(P ).
The algorithm maintains two invariants for all edges e of P :

Invariant 1. If e is not in H, then e is no longer movable.

4The adjective “tentative” is used here to indicate that MM represents an estimate of maximum
displacement based on current constraint information available to the algorithm. However, this
quantity may change during the course of the algorithm as new constraint information becomes
available.
5Edges with λ = 0 are initially considered movable (by zero units), but will be immediately deleted
from H.
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Fig. 8. Recomputing maximum movable distance of an edge.

Invariant 2. If e is in H, then e can move at least S (relative to its position
in P (0)).

Function Calc MM(e) (Figure 8) computes MM for edge e based on all topo-
logical and simplicity constraints for e identified so far. Note that the loop over
the opposing set examines at most three edges (Lemma 1).

In each iteration of the while loop of CSPT 1D, we attempt to delete the
edge with the smallest maximum displacement since this will be the first edge
in H to stop moving. This may not be the edge e currently in H[1] because its
MM value may be outdated. This can only happen because a previously mov-
able opposing edge f of e is no longer movable. This means that e’s maximum
displacement before it collides with f is larger than the value in MM[e] that
was last computed when f was movable (and therefore e may not be the edge
with smallest maximum displacement). So, we first check whether MM[e] is up-
to-date by rerunning Calc MM. This time, Calc MM will return the updated
value since it now knows that f is not movable. If MM[e] is not up-to-date, it
is updated and e is repositioned in H. If it is up-to-date, we determine whether
the additional displacement of all the edges in H since the previous deletion is
enough for the polygon to meet its area goal. If so, we exit the while loop. If not,
edge e is deleted from H and made not movable by function Delete min edge(H)
(Figure 9). This function also carries out some additional bookkeeping to han-
dle topological constraints. Let→ be a relation defined on a pair of successive
vertical edges in a clockwise traversal of P as follows: ek±2 → ek if and only
there is a displacement for ek±2 that would change the topology of P at both
vertices of the horizontal edge ek±1.6 A succeeding chain for ek is a maximal
sequence of edges ek+2, ek+4, . . . , ek+2m such that ek+2 j+2 → ek+2 j , 0 ≤ j < m. A
preceding chain for ek can be defined similarly. Either chain may be empty.

As long as edge ek is movable, none of the edges in its chains is topologi-
cally constrained by it. However, when ek becomes unmovable, the maximum
displacement MM may decrease for some or all of the edges in its two chains.
Thus, we update the MM values of these edges and reposition them in H to
reflect the change when ek becomes immmovable and is therefore deleted from

6Note that the vertical predecessor (successor, respectively) of vertical edge ek is the edge ek−2
(ek+2, respectively) in the clockwise representation of P .
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Fig. 9. Deleting the root of heap and updating maximum movable distances for topologically
dependent edges.

H. Further, if the newly computed maximum displacement of an edge e is less
than λ[e], λ[e] is assigned the newly computed value. This ensures that future
runs of Calc MM will never permit MM to exceed this bound.

LEMMA 2. An edge e may be moved to a different location of H at most O(1)
times.

PROOF. An edge is relocated within a heap when either (1) it is a member of
a chain of an edge that is deleted from H. Since an edge can be a member of at
most two chains, this can only happen twice. (2) It is in H[1], but its M M value
is outdated since an opposing edge has become unmovable since M M was last
calculated. This can happen at most thrice because an edge can have at most
three opposing edges.

THEOREM 2. The algorithm for CSPT 1D runs in O(n) space and O(n log n)
time.

PROOF. The set of opposing edges can be obtained in O(n log n) time using
a sweep line algorithm. The heap can be constructed in O(n) time. The area
of each new P (i) can be computed in O(1) time (lines 3 and 4). Each edge can
be deleted from H only once (line 5). Furthermore, due to Lemma 2, an edge
can only be moved O(1) times to a new location of H. Since each deletion and
move in H requires O(log n) time, the total time spent updating H is O(n log n).
Finally, space is O(n), as no edge keeps more than three opposing edges.

3.2 Transformation in Two Dimensions: CSPT 2D

In this section, we present three algorithms for the CPT problem for a single
polygon with movement of both vertical and horizontal edges. Before discussing
our solutions, we need some preliminary results, which are used in the algo-
rithms.

LEMMA 3. Let p (respectively, n) be the number of convex (respectively, reflex)
vertices of polygon P both of whose incident edges are movable. Let mei denote a
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Fig. 10. Adjustment for convex and reflex vertices, both of whose incident edges are movable.

movable edge and L(e) denote the length of edge e. Then, the increase in polygon
area (1A) resulting from a uniform outward movement of all movable edges of
P by x units is given by

1A = (p− n)x2 + (6L(mei))x, (1)

if such a movement does not result in self-intersection among P’s edges.

PROOF. The contribution of movable edge mei to 1A is L(mei)x. Summing
the contributions of all movable edges yields the second term on the right-hand
side of Eq. 1. Note that unmovable edges do not contribute to 1A. However,
this does not account for the additional x2 in area obtained when both edges
incident on a convex vertex are moved (Figure 10(a)). Furthermore, it “double
counts” the x2 in area obtained when both edges incident on a reflex vertex
are moved (Figure 10(b)). The first term on the right-hand side of the equation
compensates for these phenomena.

COROLLARY 1. Let L denote the perimeter of polygon P. If all of its edges can
be moved outward by x units without resulting in any self-intersections, then
the increase in area 1A is given by

1A = 4x2 + Lx. (2)

PROOF. The result follows from the fact that p − n = 4 for any rectilinear
polygon.

We first considered a strategy similar to that used in Section 3.1; that is,
move all horizontal and vertical edges outwards by the same amount, until
an edge becomes unmovable. Repeat the process with the remaining edges
until the area goal is obtained. This is the Uniform Heuristic method. The
process is considerably more difficult due to the fact that edges may grow as
they shift outwards. We implemented a prototype that runs in O(n3) time
and determined, experimentally, that this approach is considerably slower
and results in only marginal improvements over the two algorithms proposed
below:

Balanced Heuristic. Let 1A be the requested increase in area. We run
two instances of CSPT 1D, first on vertical sides to reach an intermediate
area goal, and then on horizontal sides to acquire the remaining area. The
intermediate area goal is determined as follows: (1) Solve for x in Eq. 1. Let
s be the solution. (2) Let V denote the sum of the lengths of the (movable)
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vertical edges in the original polygon. Then, set the intermediate area goal to
V · s. The algorithm clearly runs in O(n log n) time. Note that, in contrast to
the next heuristic, vertical and horizontal edges do not move simultaneously.

Mixed Heuristic. Let1A be the requested increase in area. Run an instance
of CSPT 1D on P , restricted to vertical edges, and compute the maximum move
vector MMv[ ] that would increment the area of P by1A. This results in a poly-
gon P ′ whose area is up to area(P ) + 1A. Now run an instance of CSPT 1D
on P ′, restricted to horizontal edges, and compute the maximum move vector
MMh[ ] that would increment the area of P ′ by1A. Notice that if we effected the
displacements computed in these two runs we would obtain a polygon of up to
twice the requested area. Instead, we perform an additional run of CSPT 1D on
P , modified as follows: (1) Initial displacement values are computed by merging
the two lists MMv and MMh, into a single (sorted) list MM, rather than using
the output of the sweep (delete line 0 of Figure 7). (2) In the one-dimensional
case, values p and n of Lemma 3 are both zero. However, in 2D this is no
longer the case. Therefore, the algorithm needs to keep track of them. Each
update requires O(1) time. (3) The additional displacement 1S1 to reach tar-
get area (line 2) and the area increment computation (line 3) are now based on
Eq. 1. Furthermore, the update of L (line 4) must consider the displacement of
edges incident on H[1]. These updates can still be done in O(1) time. (4) Ex-
tend Calc MM and the initialization loops of CSPT 1D to handle both vertical
and horizontal edges. Note that each shift of S units now applies simultane-
ously to all movable edges, both vertical and horizontal; that is, corners inci-
dent on two movable edges move diagonally. The algorithm requires O(n log n)
time.

4. CONSTRAINED TRANSFORMATION FOR MULTIPLE POLYGONS

In this section, we present algorithms for the CPT problem for a set of polygons
with a total of n edges. In Section 4.1, only vertical or only horizontal edges are
permitted to move. Section 4.2 is a generalization to handle movement of both
vertical and horizontal edges.

4.1 Transformation in One Dimension: CMPT 1D

Without loss of generality, we assume that only vertical edges can be moved.
The CMPT 1D algorithm makes the following modifications to the CSPT 1D
algorithm: (1) Each edge has a pointer to its polygon. L and δA variables
are associated with each polygon. When an edge is deleted from H, these
values are updated for the polygon containing that edge. (2) Each iteration
of the while loop does not cause every polygon to be checked for area goal
achievement (this would result in an O(n2) algorithm). These checks are car-
ried out in a lazy fashion (described in item (4) below) that preserves the
O(n log n) time complexity. (3) The notion of opposing edges is extended to
include edges from other polygons. As before, these are computed using a
sweepline algorithm. Even though an opposing set of an edge can now have
up to n/2 − 1 edges, the total number of edges in all opposing sets is still
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O(n) (Lemma 4). (4) Calc MM(e) is modified as follows. The opposing edges
of edge e are stored in decreasing order of distance to e. Let eo be the last
edge in e’s opposing list. Edge eo may already be immovable or may become
immovable in this step because of the lazy check of polygon areas: if eo be-
longs to a polygon Po that can achieve its area goal by moving its movable
edges by amount S or less, then those edges of Po are accordingly displaced,
made immovable, and deleted from H. In either case, eo is no longer movable,
and the maximum displacement of e to eo, d (e, eo), may increase. Since the
updated d (e, eo) represents an upper bound on e’s displacement that cannot
change again during the course of the algorithm, λ(e) is set to min(λ(e), d (e, eo))
and eo is deleted from the list. This process is iterated with a new edge eo
that has become the last element in e’s opposing list. The iterations stop
when an eo is encountered that remains movable on completion of the step
or when the opposing list becomes empty. If the list is empty, Calc MM re-
turns λ(e). Otherwise, the movable distance, d , of e to the movable edge
eo is calculated and min(λ(e), d ) is returned. (5) The while loop terminates
when H is empty.7 Since all edges of a polygon are deleted from H when
it meets its area goal, H will become empty when all polygons meet their
area goals.

LEMMA 4. The total number of edges in all opposing sets is O(n) for multiple
polygons.

PROOF. Let e be an arbitrary edge with opp(e) = 〈 f1, . . . , fm〉 as described
in Lemma 1. As an extension to Lemma 1, let Sint(e) be the interior subset
of opp(e) and Sext(e) be the extremal subset (there are at most two edges as
explained in Lemma 1) of opp(e). In Figure 6(b), Sint(e) = 〈 f2, f3〉 and Sext(e) =
〈 f1, f4〉. Clearly edges in Sint(e) cannot belong to any other opp(g ), g 6= e. Thus,∑n−1

i=0 |opp(ei)| =
∑n−1

i=0 |Sint(ei)| +
∑n−1

i=0 |Sext(ei)| ≤ n+ 2n = 3n.

LEMMA 5. The total number of insert and delete operations on heap H in
CMPT 1D algorithm is of O(n). Hence, the while loop loops no more than O(n)
times.

PROOF. There are initially at most n edges in H. An edge e is reinserted into
H if only if one of its opposing edges or one of the edges on which it is dependent
has previously been made immovable. An edge can only cause a single reinser-
tion of e. Since the total number of opposing edges is O(n) (Lemma 4), and since
an edge can have at most two edges on which it is topologically dependent,
there are O(n) edge reinsertions. Furthermore, since each edge is deleted from
H once, the total number of insert and delete operations is O(n).

LEMMA 6. Area calculation of polygons requires O(n) time.

PROOF. Initial area calculation for all polygons requires O(n) time. There-
after, a polygon’s incremental area can be calculated in O(1) time - by in-
crementally updating the p, n, and mei of Lemma 3. Since incremental area

7Actually, the loop may also terminate because all remaining edges cannot be moved any further
implying that some polygons may not meet their area goals.

ACM Transactions on Design Automation of Electronic Systems, Vol. 6, No. 3, July 2001.



Constrained Polygon Transformations • 337

computations are performed in a lazy fashion when a polygon edge is accessed
(e.g., when it is in H[1] or is the opposing edge of the edge in H[1], etc.) and
since O(n) edge accesses are made in the while loop, this computation takes
O(n) time.

THEOREM 3. The algorithm CMPT 1D runs in O(n) space and O(n log n)
time.

PROOF. O(n) space is needed to store the actual edges and for the heap.
Lemma 4 shows that the total number of opposing edges is O(n). Hence, the total
space is O(n). The sets of opposing edges are obtained in O(n log n) time using
a sweepline algorithm, and sorted in O(n log n) time. The heap is constructed
in O(n) time. The number of heap insertions and deletions is O(n) (Lemma 5),
each of which requires O(log n) time. Lemma 6 shows that polygon areas are
computed in O(n) time. So, the time complexity is O(n log n).

4.2 Transformation in Two Dimensions: CMPT 2D

The techniques used to construct two-dimensional algorithms for multiple poly-
gons are similar to those used to construct two-dimensional algorithms for
single polygons. In this section, we discuss Balanced and Mixed, two algo-
rithms for the 2-dimensional CPT dealing with multiple polygons. The con-
struction of these algorithms are based on algorithm CMPT 1D in the same
way that the construction of algorithms in CSPT 2D were based on algorithm
CSPT 1D.

Balanced Heuristic. Let 1Ai be the requested increase in area for each
polygon Pi. We run two instances of CMPT 1D, first on vertical sides of all
polygons to reach an intermediate area goal for each polygon, and then on
horizontal sides of all polygons to acquire the remaining areas. The interme-
diate area goal for each polygon Pi is determined as follows: (1) Solve for xi
in Eq. 1. Let si be the solution. (2) Let vi denote the sum of the lengths of the
(movable) vertical edges in the original polygon Pi. Then, set the intermediate
area goal to vi · si. The algorithm calls CMPT 1D twice so it runs in O(n log n)
time.

Mixed Heuristic. Let 1Ai be the requested increase in area for polygon Pi.
Run an instance of CMPT 1D on all polygons, restricted to vertical edges, and
compute the maximum move vector MMvi [ ] that would increment the area of
Pi by 1Ai. For each polygon Pi, this results in a polygon P ′i whose area is up
to area(Pi) + 1Ai. Now run another instance of CMPT 1D on the set of P ′

polygons, this time restricted to horizontal edges, and compute the maximum
move vector MMhi [ ] that would increment the area of P ′i by 1Ai. Note that
if we effected the displacements computed in these two runs, we would ob-
tain polygons of up to twice the requested areas, respectively. Instead, we per-
form an additional run of CMPT 1D on the original polygons, with procedure
almost identical to the procedures as explained in the Mixed Heuristic portion
of Section 3.2 for CSPT 1D but with multiple polygons in consideration. The
algorithm makes three calls to CMPT 1D, thus requires O(n log n) time.
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Table I. Comparison of Floorplan Quality for Various 2D Heuristics.

Average cost of solution
Heuristic Lower

%1A Mixed Balanced Bound

5% 7.52 8.24 7.06
10% 14.57 15.00 14.03
15% 21.43 22.05 20.90
20% 28.24 28.76 27.68
30% 41.71 42.52 40.99

5. EXPERIMENTAL RESULTS

We implemented8 algorithms for one- and two-dimensional variants of CPT
and for both single and multiple polygons. We performed our experiments on
floorplans of Xu et al. [1998], Kang and Dai [1998], Nakatake et al. [1998], and
Mehta and Sherwani [1996] and on some synthetically generated data sets to
“stress-test” our algorithms.

5.1 Algorithm Comparisons

We compared the quality of the solutions (i.e., the costs in the definition of
CPT) obtained by the Mixed and Balanced methods with each other and with
theoretical lower bounds. The latter are obtained by solving for x in Corollary 1
for each polygon. This represents the displacement assuming that all polygon
edges are able to move outwards without encountering any obstacles.

We present some of our results in Table I for the Balanced and Mixed heuris-
tics as presented in Section 4.2. Each table entry shows the cost as defined in
Section 2. The algorithms were run on a set of 220 polygons that were output by
the floorplanner of Mehta and Sherwani [1996] after making modifications to
ensure that feasible solutions would be obtained. These polygons were defined
on an integer grid and each had dimensions of about 1000×1000 and up to 30
vertices. We increased the areas of all polygons by 5%, 10%, 15%, 20%, and
30%. In all cases, the run-time was under 4 seconds on a SUN SPARCSstation
5. The Mixed method consistently outperforms the Balanced method. Further-
more, the costs are within a few percent of the lower bounds. Experiments with
other floorplanning data sets confirmed this behavior.

5.2 Floorplan Examples

Some of our outputs on actual floorplans are shown in Figures 11, 12, and 13.
All of these use the MIXED heuristic. Some of the output of our experiments
on synthetic data sets are shown in Figure 14. Although unrealistic, these syn-
thetic data sets were selected to “stress-test” our algorithms. In all cases, the
original polygons are lightly shaded while the expanded areas are represented
by the darker shaded regions.

8All programs were coded in C++ and ran on both Sun SPARCStation 5 and Pentium II 266
processors.
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Fig. 11. Floorplan 1, Figure 16(b) from Kang and Dai [1998, pg. 186].

5.3 Floorplan Robustness

Floorplan robustness is the ability of a floorplan to withstand minor changes
to the area of its modules without being invalidated. We used our incremental
floorplanner to generate robustness measures for various floorplans as follows.
First, associate with each module, probabilities for various values of 1A. Next,
use a random number generator to assign 1As to each module according to
this probability distribution. Run the incremental floorplanner and record fail,
which is the percentage of polygons requesting an area increase that did not
get the full increase in area. An instance is called positive if all polygons satisfy
their area requests; that is, if fail is zero. Repeat this process several times
and compute the following two measures of robustness: M1: the percentage of
positive outcomes, M2: the average fail percentage.

Tables II and III show the robustness results for the floorplans used in Fig-
ures 11 and 12, respectively. In both cases, we assume that a percentage of
polygons have their areas increased by 5% and some by 10%. The others are
unchanged. For example, the third row of Table II shows that in a series of runs
with 20% of all polygons (randomly chosen) requesting area increases of 5%
and another 10% (also randomly chosen) requesting area increases of 10%,
the measures M1 and M2 were 72% and 1.12% respectively. Note that, as
expected, M1 decreases and M2 increases as the area requested increases.
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Fig. 12. Floorplan 2, Figure 10 from Nakatake et al. [1998, pg. 525].

Fig. 13. Floorplan 3, Figure 14(b) from Xu et al. [1998, pg. 178].

ACM Transactions on Design Automation of Electronic Systems, Vol. 6, No. 3, July 2001.



Constrained Polygon Transformations • 341

Fig. 14. A set of synthetic polygons (light shade) and their added areas (dark shade) of 50% using
(a) BALANCED heuristic and (b) MIXED heuristic. Note the differences are very subtle.

Table II. Robustness Results for Floorplan 1 in Figure 11 (taken from Kang and Dai [1998]).

% polys (1A = 5%) % polys (1A = 10%) M1 M2
5% 5% 98% 0.08%

10% 5% 92% 0.25%
20% 10% 72% 1.12%
30% 10% 69% 1.3%
20% 20% 47% 2.4%
30% 20% 43% 2.7%

Table III. Robustness Results for Floorplan 2 in Figure 12 (taken from Nakatake et al. [1998]).

% polys (1A = 5%) % polys (1A = 10%) M1 M2
5% 5% 82% 0.45%

10% 5% 80% 0.53%
20% 10% 58% 1.31%
30% 10% 53% 1.48%
20% 20% 29% 2.9%
30% 20% 20% 3.3%

The fact that the M1 quantities are quite high for the earlier rows of each
table show that the incremental strategy proposed here is viable for real
floorplans.

6. CONCLUSIONS

The paper provides fast algorithms for the constrained polygon transformation
problem, a key step of a productivity-driven incremental floorplanner. Our tech-
niques permit all modules or a subset of modules to be simultaneously resized.
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Interactive graphics software based on CPT operations and accompanied by
other simple operations that allow the floorplan architect to move polygons,
modify the floorplan boundary, etc., can be used to modify an existing floorplan
based on inputs from several layout design teams. In the future, we plan to in-
corporate these ideas into an actual design cycle to quantify the improvement
in the number of design iterations. We also plan to relax the topological con-
straints imposed on the input polygons to obtain a floorplanner with increased
flexibility for the case when the input modules are described by arbitrary rec-
tilinear polygons (i.e., not necessarily rectangles).
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