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ABSTRACT: This paper introduces the concept of an isomer network based on the reaction step
counts between pairs of isomers as an alternative means to view and analyze isomer space. The
computation of isomer networks is computationally expensive with respect to both run time and
memory. Accordingly, this paper focuses on the design of algorithms to compute isomer networks and
their analysis on structurally diverse subsets of isomers of nicotine, tyrosine, and phenmetrazine
generated using molecular quantum number nearest neighbors. An analysis correlating isomer
networks to extended connectivity fingerprints is also provided.

■ INTRODUCTION

There is a large body of research in the cheminformatics literature
related to the counting, generation (listing), and sampling of isomers
with papers dating back to the 1920s. In all three versions, the input
is a chemical formula (e.g., C4H10). In the counting version of
the problem, only the number of structures is calculated. In the
generation version, all structures corresponding to the formula are
returned. Because of combinatorial explosion, it may not be possible
to list all structures. Accordingly, in the sampling version, a fraction of
structures obtained through random techniques are returned. This
work finds applications in structure elucidation and molecular
design.1 Structure elucidation uses information provided by an expert
user to determine which isomers are consistent with the input
information.2 Molecular design is used to design molecules, such as
drugs, which optimize specific characteristics.2

In this paper, we seek to fundamentally expand on this line of
inquiry by extracting the relationships among a set of isomers
based on reaction step counts and representing these in the form
of a social network graph. This paper introduces this idea and
specif ically focuses on the nontrivial algorithmic challenges of
computing this graph, given a set of isomers.
We begin with some basic definitions:
Definition. Two molecules are isomers if they have the same

formula (i.e., composition of atoms), but different structures.3

See Figure 1 for an example of two C2H6O isomers.
Definition. The bond count distance BCD(I1, I2) between two

isomers I1 and I2 is the minimum number of bonds that must be
broken or formed to transform one isomer into the other. The
bond count distance between the two isomers in Figure 1 is four.
This is obtained by breaking the C−C and O−H bonds in I1 and
then forming O−C and C−H bonds to get I2. This idea can be
developed further to define the complete isomer network and
k-isomer networks:

Definition. A complete isomer network defined on a set of k
isomers is a complete weighted graph on k vertices (each
corresponding to an isomer) with edge weights equal to the bond
count distances between the corresponding isomers. Figure 2

shows a trivial complete isomer network defined on the isomers
of Figure 1. Table 1 shows a more complex complete isomer
network of a set of 10 isomers in matrix form.

Definition. A c-isomer network (an order-c social network of
isomers) defined on a set S of k isomers is the subgraph of the
complete isomer network on S obtained by deleting edges of
weight greater than c. For the example of Figure 1, the c-isomer
network is identical to the complete isomer network shown in
Figure 2 for c≥ 4. If c < 4, the c-isomer network simply consists of
two isolated vertices. Figure 3 shows the four-isomer network for
the complete isomer network of Table 1.
While the complete isomer network captures more

information about the relationship among isomers, an order-c
social network of isomers captures the more relevant information
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Figure 1. Two C2H6O isomers.

Figure 2. Simple isomer network for the isomers shown in Figure 1
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about pairs of isomers with small bond count distances. For
reasons that will become clearer, we will also see that it is easier to
compute an order-c social network than the complete isomer
network. In the remainder of this paper, when c is known or
assumed to be fixed, we will refer to the order c social network of
isomers simply as “social network of isomers” or “isomer social
network”.
Some observations about complete isomer networks and

isomer social networks follow:

1. Complete isomer networks and isomer social networks
can both be represented by undirected graphs because of
symmetry; i.e., BCD(IA, IB) = BCD(IB, IA).

2. The complete isomer network satisfies the triangle inequality;
i.e., BCD(IA, IC) ≤ BCD(IA, IB) + BCD(IB, IC) for any three
isomers IA, IB, and IC.

3. The length of the shortest path between IA and IB in an
isomer social network is an upper bound on BCD(IA, IB).
The shortest path from I1 to I8 in Figure 3 has length 8.
This is an upper bound on BCD(I1, I8), which is actually 6.
(The upper bound becomes tighter as the order of the
social network increases.)

4. An order-i social network is a subgraph of an order-(i + 1)
social network. An order-0 social network has no edges
(assuming there are no duplicate isomers). An order-c
social network is identical to a complete isomer network if
and only if c is greater than or equal to the largest bond
count distances between any two isomers.

5. If isomers conform to the octet rule (i.e., atoms do not
contain a net positive or negative charge and all bond
cleavages are homolytic), bond count distances will always
be an even number greater than or equal to 4. Under this

formalism, we consider double bonds to be two bonds and
triple bonds to be three bonds.

6. Social networks can be analyzed by tools such as igraph to
compute attributes of the network including number of
connected components, edge density, path length,
betweenness, and vertex degree.4

■ ALGORITHM BACKGROUND
Overview. As stated earlier, the goal of this paper is to

develop algorithms to compute a complete isomer network on a
set of isomers, which amounts to computing the bond count
distance between every pair of isomers. The problem of
computing the bond count distance between isomers can in
turn be reduced to (and is essentially equivalent to) the
automated reaction mapping (ARM) problem. A reaction may be
represented as a collection of reactant and product graphs where
a set of reactant graphs is transformed into a set of product graphs.
The reaction-mapping problem is that of f inding a mapping f rom the
atoms of the reactant graphs to the atoms of the product graphs that
minimizes the number of bonds broken or formed.5 To illustrate this
concept, consider the reaction OH + CH4 ⇔ H2O + CH3 which
arises in combustion mechanisms and is shown in Figure 4. The

optimal mapping will break a C−H reactant bond and form an
O−Hproduct bond. The general ARMproblem is known to be non-
deterministic polynomial-time hard (NP-hard). However, algorithms
that work fast in practice for most reactions have been previously
developed by our group.5 The time complexity of these algorithms
includes a factor ofΘ(nb+2), where n is is the size of the reaction and
b is the number of bonds that are broken or formed in the reaction.
Our experimental results show that, as expected, the performance of
the algorithms is particularly impacted by b, which is in the exponent.
In principle, it should be possible to use existing ARM

algorithms to compute an isomer network on a set of isomers by
running these algorithms on each pair of isomers. We investigate
this approach and discuss it briefly in this paper. However,
it turns out that due to the size of each isomer (usually over
30 atoms), the number of bonds broken between pairs of isomers
(often over 10 bonds per pair) and the number of isomers for a
given set of atoms (usually over 10,000 isomers), it is impractical to
use our ARM algorithms that were used for validating combustion
mechanisms5−7 (which usually contain a few thousand reactions and
breaks fewer than three bonds per reaction).
We present an alternative approach for computing a complete

isomer network that considers all isomers simultaneously rather
than iterating through each pair individually. Although this
algorithm performs significantly better than the naive algorithm
described in the previous paragraph (as our experimental results
will show), it has the potential to be expensive in both time and
memory for large isomer sets. However, this approach can be easily
adapted to compute isomer social networks instead, which as we
have noted earlier can be analyzed by a number of graph metrics.
We begin by reviewing the concepts of graph isomorphism and

canonical labeling that are central to the development of our
algorithms.

Table 1. Complete Isomer Network for 10 Nicotine Isomers
without Small Rings, Where Entry (i, j) Corresponds to
BCD(i, j)a

isomer number

isomer number 1 2 3 4 5 6 7 8 9 10

1 0 4 4 6 4 6 6 6 4 8
2 0 6 4 6 4 8 8 8 6
3 0 4 4 6 8 4 8 10
4 0 6 4 10 8 10 8
5 0 4 4 8 8 8
6 0 8 10 10 4
7 0 4 4 4
8 0 4 6
9 0 6
10 0

aNote that the matrix is symmetric. The lower triangle of the matrix is
omitted to improve clarity.

Figure 3. Order-4 isomer social network for the complete isomer
network of Table 1. All edge weights (not shown in the figure) are 4.

Figure 4. Simple chemical reaction: OH + CH4 ⇔ H2O + CH3.
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Graph Isomorphism and Canonical Naming.We review
some of the relevant literature on graph isomorphism and
canonical labeling and end with a description of canonical
labeling using degree neighborhoods. This is a technique that was
originally developed to obtain faster run times for the ARM
problem, but is also used to develop algorithms to compute
isomer social networks.
Definition. Two graphs, G1 and G2, are isomorphic if there is

a bijection of the vertices ofG1 and the vertices ofG2, f:V (G1)→
V (G2), such that two vertices, u and v are adjacent in G1 if and
only if f(u) is adjacent to f(v) in G2.
No efficient algorithm has been found to determine if two

general graphs are isomorphic.8 There are special cases where
determining whether two graphs are isomorphic can be solved in
polynomial time. These special cases include triconnected planar
graphs,9 planar graphs,10 interval graphs,11 and trees.12 Chemical
graphs may not meet these special cases, and therefore, we
cannot use these algorithms. The graph isomorphism problem is
closely related to that of finding a canonical name for a graph.
Definition. A canonical naming l is a function over all graphs,

mapping a graph G to a canonical name l(G) such that for any
two graphs, G1 and G2, G1 is isomorphic to G2 if and only if
l(G1) = l(G2).
If canonical names can be found for two graphs, the graphs can

easily be checked for isomorphism by comparing their canonical
names.13 The problem of determining whether two graphs are
isomorphic can be performed at least as fast as the problem of
finding a canonical name for a graph. Algebraic methods for
testing for graph isomorphism involve determining the
automorphic groups of vertices. Previous work has bridged the
gap between the canonical naming problem and the graph
isomorphism problem by using the knowledge of automorphic
groups of vertices to compute a canonical label of a graph.13

It has been shown that a theoretical polynomial time solution
for graphs of bounded valence exists, but the research does not
describe an algorithm for determining graph isomorphism.14

Although these polynomial time solutions exist for graphs of
bounded valence, no practical, polynomial time algorithm has
been implemented.15 A theoretical argument has been made that
a canonical labeling can be computed for all molecular graphs in
polynomial time.16 This claim is based on the idea that a
molecular graph can be transformed, in polynomial time, to a
simple bounded valence graph.
Chemical Graph Isomorphism and Canonical Labeling.

Several methods for labeling molecules have been developed in
the literature for use in cheminformatics systems. These methods
may also be used to solve the chemical graph isomorphism problem.
Some graph isomorphism algorithms and our automated reaction
mapping algorithms are designed for simple chemical graphs, but
can be modified to support chemical multigraphs, either directly or
by using Faulon’s algorithm to convert a chemical multigraph into a
simple graph in polynomial time.16

Morgan’s Algorithm. One of the first canonical labeling
algorithms for chemical graphs was proposed by Morgan.17 The
algorithm is based on node connectivity and the creation of
unambiguous strings which describe a molecule. Morgan’s
algorithm may fail on highly regular graphs since it results in
oscillatory behavior.18

Nauty.One of the most well-known and fastest algorithms for
determining chemical graph isomorphism is Nauty19 which is
based on finding the automorphism groups of a graph.20 The
worst-case complexity of Nauty was analyzed and found to be
exponential,21 but in practice Nauty is much faster.

Bliss. The authors of Bliss improve the Nauty algorithm using
an advanced data structure and incremental computations. The
worst-case complexity of Bliss remains exponential, but the authors
have shown Bliss performs better than Nauty on benchmark tests.22

Signature. Another well-known canonical naming algorithm
for chemical graph isomorphism is Signature15 which finds a
canonical name using extended valence sequences. The authors
state the algorithm has exponential worst-case complexity, but in
practice it appears to run much faster.

SMILES. SMILES is a chemical notation system commonly
used to describe the structure of a molecule.23−25 However, the
SMILES string used to describe a molecule is not necessarily
unique.26

Fast Canonical Labeling Using Degree Neighbor-
hoods. Next, we describe a canonical labeling algorithm that is
fast but is not guaranteed to be accurate (i.e., two differentmolecules
could get the same label). This is used as a filter prior to using one of
the more expensive algorithms described above that guarantees that
molecules have unique names. The algorithm presented is inspired
by the random graph canonical labeling algorithms presented in refs
27 and 28 and the primitive refinement step used inNauty19 andwas
used to speed up ARM computations.6,7

The main idea of the degree neighborhood (DN) algorithm is
to assign each atom a name based on its symbol and degree and
the symbol and degree of each of its neighbors. The names of
each atom are then used to assign a name to the molecule. For
example, consider the CH3O molecule in Figure 5a. We label

each atom, using its symbol and degree, Figure 5b. We then add
to each atom’s name, the symbol and degree of its neighbors
lexicographically, Figure 5c. Now that each atom is named, we
lexicographically sort the atom names to create the name for the
molecule. The resulting canonical name is therefore:

[[C4][H1H1H1O1]][[H1][C4]][[H1][C4]][[H1][C4]][[O1][C4]]

Pseudocode for DN is presented in Algorithm 1.
As previously stated, the DN canonical label is not guaranteed

to be accurate. We consider two types of errors:
Definition. A type 1 error occurs if an isomorphism algorithm

determines two nonisomorphic molecules are isomorphic (i.e., a
false positive).

Definition. A type 2 error occurs if an isomorphism algorithm
determines two isomorphic molecules are not isomorphic (i.e., a
false negative).

Theorem 1. The degree neighborhood canonical naming
algorithm will have no type 2 errors. (Proof is omitted.7)
DN Naming can have type 1 errors. For example, the two

nonisomorphic molecules in Figure 6 have the same canonical name:

[[C2][C2H1]][[C2][C2C3]][[C2][C3H1]]

[[C3][C2C3C3]][[C3][C2C3H1]][[C3][C3H1H1]]

[[H1][C2]][[H1][C2]][[H1][C3]][[H1][C3]]

[[H1][C3]]

Figure 5. Degree neighborhood canonical labeling.
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Themolecules in Figure 6 are generated during intermediate steps of
mapping two C6H5 isomers. Experimentally, we have found that DN

correctly distinguishes between nonisomorphic molecules over 99%
of the time.
Theorem 2. The worst-case time complexity for the degree

neighborhood canonical labeling algorithm is O(n log n) where n is
the number of bonds. (Proof is omitted.7)
ARM-Based Computation of Complete Isomer Net-

works. As noted earlier, it is possible to compute complete
isomer networks through repeated application of ARM
algorithms5−7 on each pair of isomers. Pseudocode is presented
in Algorithm 2.
This approach may be used for small sets of isomers (e.g., sets

of ten isomers), but will not scale for large sets of isomers
(e.g., sets of 10 000 isomers) as shown. For example, using
2-CCV FDN MS (one of our two fastest ARM algorithms), it
took 156 750.73 s (i.e., 43.54 h) to map 20 isomers of the
nicotine isomers without small rings data set29 (See Table 7 in
Results and Discussion for additional results). In a set of

20 isomers, there are( )20
2 = 190 pairs of isomers. Therefore, the

average time to map a pair of isomers is:

=43.54 h
190

0.23 h

We estimate the time required to map a large set of isomers (e.g.,
10 000 isomers) using 2-CCV FDN MS by assuming that the
average time to map a pair of isomers will remain the same. In a

large set of isomers, there are ( )10 000
2 = 49 995 000 pairs of

isomers. Therefore, the time to map all pairs of isomers can be
estimated by

×
=
=

=

49 995 000 0.23 h
11 456 748.95 h
477 364.54 days

1307.85 y

Clearly, it is not practical to attempt to map all pairs of isomers
using 2-CCV FDN MS!

■ MAIN ALGORITHMIC CONTRIBUTION
Motivation. The graph algorithms literature provides

examples of all-pairs problems that can be solved more efficiently
by a direct simultaneous approach rather than through the
repeated application of single-pair algorithms. We briefly
mention two such examples:

1. Shortest Path Problem: In the shortest-paths problem we
are given an edge-weighted graph with n vertices and m
edges and are asked to find the shortest path between a
pair of vertices. Algorithms for this problem such as the
Bellman−Ford algorithm (which permits negative edge
weights) actually solve the single-source all-destination
version of the problem. These compute the shortest
paths from a single source vertex to all vertices in the
graph. The all-pairs version of the problem can be solved
by running Bellman−Ford n times, with a different source

Figure 6. C6H5 molecule.
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vertex in each run. Bellman−Ford takes O(nm) time.
Using it repeatedly (n times) would yield a run-time of
O(n2m), which is O(n4) for dense graphs. In contrast, the
Floyd−Warshall algorithm (which is specifically designed
for the all-pairs version) only requires O(n3) time.30

Clearly there is redundancy in the repeated Bellman−Ford
approach which is eliminated by the direct Floyd−
Warshall approach.

2. Min-Cut Maximum-Flow Problem: In the minimum-cut
max-flow problem we are given a graph with edge weights
that represent capacities, a source vertex s and a sink vertex
t and are asked to find amaximum flow from s to t that does
not exceed edge capacities and conserves flow on
intermediate vertices. The maximum flow in a graph
corresponds to the minimum s − t cut. The overall
minimum cut in a graph can be found by solving the s − t
problem for all n(n− 1)/2 possible {s, t} pairs. However, it
tuns out that this problem can be solved more efficiently
through only n − 1 applications of the s − t version by
using Gomory−Hu trees.31 Once again, this suggests there
is some redundant computation in the naive repeated
approach which can be exploited in a direct solution.

This intuition guides us in the development of an algorithm
that attempts to directly compute a complete isomer network
rather than solving for each pair separately. We caution that, in
contrast to the shortest-path and minimum-cut problems where
the single-pair versions can be solved in polynomial time, the
underlying single-pair ARM problem is NP-hard.5 Although this
suggests the existence of a better approach than that presented in

algorithm 2, we should not expect to find a fast solution for
computing isomer networks.

Simultaneous All−All Algorithm. We compute an isomer
network by simultaneously processing all k isomers in the set. In
the first step, we find all of the ways to break one bond in each
isomer. Each such break results in a (possibly disconnected)
candidate graph. If each isomer has n bonds, there are kn
candidates. (Note that breaking different, but symmetric, bonds
in an isomer will result in two copies of the same candidate.
Duplicates resulting from symmetry are eliminated so that
candidates generated from a single isomer are distinct.) If
candidates obtained from two different isomers (say Il and Ik) are
identical, then we have BCD(Il, Ik) = 2. In the second step, we
generate additional candidates by breaking two bonds in each
isomer. Duplicate candidates obtained from different isomers
result in additional BCD values being computed. The algorithm
continues increasing the number of bonds broken in each isomer
until all pairs have been mapped. This process is guaranteed to
terminate because breaking all n bonds in each isomer will result
in a single candidate consisting of disconnected atoms. Figure 7
illustrates the approach.
We describe the algorithm in more detail. Consider iteration b

of the while loop in line 3 of the pseudocode of algorithm 3 in
which we compute all of the candidates resulting from breaking b
bonds in each isomer. To achieve this, we use a bit string of
length n where each bit corresponds to a bond. A “1” denotes a
broken bond; whereas, a “0” denotes a unbroken bond. All bit
strings with b 1s and n − b 0s are then generated (line 5) and
processed by the for loop of line 6. The DN name of each
candidate (along with corresponding bit pattern that uniquely

Figure 7. Simultaneous all−all algorithm.
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describes it) is computed (line 7) and stored in a partialResults
array (line 8). After all of the ways to break b bonds in each
isomer have been determined, we sort the partialResults array by
DN-name (line 11) and look for mappings. A potential mapping
is found when adjacent entries in the partial results array have the
same DN name. When entries have the same DN name (i.e., a
potential mapping), then their Nauty name is generated and used
to determine definitively whether a mapping has been found.
For illustrative purposes, consider the hypothetical isomers

shown in Figure 8. We first compute the DN name for each way

to break one bond in each isomer and add the bit pattern andDN
name to the partialResults array. Since each of the two isomers
has exactly two bonds, there will be four entries in the
partialResults array. We next sort the array (see Table 2) and

check for duplicate DN names. Notice in the table that the last
two isomer names are the same (breaking bond 1 on isomer 1
and breaking bond 0 on isomer 2). Since the two entries have the
same DN name, their Nauty names are generated. The fact that
they are identical means that we have found a mapping of cost 2.
Theorem3.The worst-case time complexity for the simultaneous

all−all algorithm is O((k2n)(n log n) + (k2n)log(k2n) +
(k2n)CN(n)) where k is the number of isomers, n is the number of
bonds per isomer, andCN(n) is the time to compute the Nauty name
for a candidate with up to n bonds.
Proof. In the worst case, the algorithm must break every bond

of each isomer in the set of k isomers. That is, for each isomer we
will generate 2n candidates. For each of the 2n candidates
considered, for each of the k isomers, a DN name must be
generated which takes n log n time. Therefore, the total time to
compute the DN name for each candidate is O((k2n)(n log n)).
Once we have a DN name for each candidate in the partial results
array, the array must be sorted. It is well-known that sorting can
be completed in O(m log m) time, where m is the number of
items to be sorted.30 Since there are O(k2n) elements in the
partial results array, sorting takes O((k2n)log(k2n)). The final
step of the algorithm is to check for mappings by generating the
Nauty name for any candidates which have the same DN name.
In the worst case, a Nauty name will be generated for each

candidate in the partial results array. Since there are O(k2n)
elements in partial results array, this takes O((k2n)CN(n)).
Therefore, the resulting worst-case time complexity is

+ +O k n n k k k n(( 2 )( log ) ( 2 )log( 2 ) ( 2 )CN( ))n n n n

Theorem 4. The simultaneous all−all algorithm f inds the
minimum cost mapping for each pair of isomers in a set of isomers.
Proof. The simultaneous all−all algorithm terminates once it

has found a mapping for each pair of isomers. Since the algorithm
examines the number of bonds broken per isomer in increasing
order, the solution it returns for each pair is optimal.
Note that if the algorithm finds multiple mappings for a pair of

isomers, only the first mapping is retained as the optimal
mapping. If the user wishes to find all mappings of minimum
cost, then only mappings which have the same cost as that first
mapping are retained (i.e., more expensive mappings which may
be found for a pair of isomers are discarded).

Optimizing Memory Usage. Clearly memory usage
increases exponentially as the all-pairs algorithm progresses
since we maintain∑i=1

b ni( ) partial results for each isomer during
each iteration of the algorithm, where n is the number of bonds in
each isomer and b is the number of bonds broken per isomer.

Theorem 5. The worst-case memory usage for the simultaneous
all−all algorithm is O((k2n)(s)), where k is the number of isomers
we are mapping, n is the number of bonds per isomer, and s is the size
of a partial results entry.
Proof. For each of the k isomers, we generate 2n candidates,

since, in the worst case, we must break all of the bonds for each
isomer. For each candidate, we create a partial results entry of size s.
Due to the amount of memory being used, we must utilize

methods to reduce the amount of data stored for each partial result.
Since we are looking at isomers, intuitively, we expect there to

be many repeated DN vertex names. Rather than storing each
complete vertex name, we can give each unique vertex name a
unique index. For example, consider the three isomers shown in
Figure 9 with the DN vertex names shown in Table 3. Although
there are a total of 36 vertices in the three graphs, there are only 9
unique vertex names that are generated. Table 4 gives unique indices
for each of the nine vertex names which are generated. Using the
indices from Table 4, we can reduce the size of each of the DN
names generated. For example, the DN name for isomer 1 is

[[C4][C4C4H1H1]][[C4][C4H1H1H1]]

[[C4][C4H1H1O2]][[H1][C4]][[H1][C4]]

[[H1][C4]][[H1][C4]][[H1][C4]][[H1][C4]]

[[H1][C4]][[H1][C4]][[O2][C4H1]]

Using the vertex indices shown in Table 4 the name can be
reduced to

2,1,3,0,0,0,0,0,0,0,5,4

Figure 8. Hypothetical CHO isomers.

Table 2. Sorted Partial Results Array

isomer number bit pattern DN name

1 (0) [[C0]][[H1][O2]][[O1][H1]]
2 (1) [[C1][H1]][[H1][C1]][[O0]]
1 (1) [[C1][O1]][[H0]][[O1][C1]]
2 (0) [[C1][O1]][[H0]][[O1][C1]]

Figure 9. C3H8O isomers.
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Similarly, the name for isomer 2 becomes 6,1,1,0,0,0,0,0,0,0,5,4, and
the name for isomer 3 becomes 1,3,8,0,0,0,0,0,0,0,0,7.
Another observation we make is that within a DN name, there

are many repeated DN vertex names. For example, in the DN
name for isomer 1, the vertex name [H1][C4] is repeated eight
times. We can further reduce the size of a DN name by utilizing
this observation. Rather than repeating a vertex index multiple
times, we can indicate the quantity for a repeated vertex name.
For example, the reduced name of isomer 1 is 2,1,3,7-0,5,4.
Similarly the reduced name of isomer 2 is 6,2-1,7-0,5,4 and the
reduced name of isomer 3 is 1,3,8,8-0,7.
This method significantly reduced the size of each

partialResults entry, but an exponential number of entries are
being generated, and main memory capacity was quickly
consumed. We need to utilize disk space to store the partial
results when mapping a large set of isomers. Once the
partialResults array reaches the capacity of main memory, it is
sorted and written to a temporary file on disk, and a new array is
started. After all of the partial results have been generated for an
iteration (e.g., all of the partial results which break b bonds per
isomer), all of the temporary files are merged and checked for
potential mappings. An external sorting algorithm based on
mergesort32,33 is used.
Current Limitations. Although we have made significant

advances in computing a complete isomer network, our approach
is not able to completely solve the problem since many pairs of
isomers in large data sets have bond count distances of 10 or
more. Recall that our algorithm has an exponential worst-case
complexity, and therefore, the time for mapping isomers which
break a large number of bonds is not practical using this
approach. In addition, although we have significantly reduced the
amount of storage required for each partial results entry, we will
exceed the amount of storage available on disk when breaking a
large number of bonds per isomer.

■ RESULTS AND DISCUSSION
Computational Experiment Setup. We carried out the

experiments on a computer running Microsoft Windows Vista

Home Premium with a 2.66 GHz Intel Core 2 Quad Processor
and 4GB of RAM. Note that for all of the databases, we used the
Nauty19 chemical graph canonical naming algorithm to test for
isomorphism.
The molecules nicotine, tyrosine, and phenmetrazine were

used as examples. Isomers of thesemolecules were retrieved from
the Chemical Universe Database GDB-13, which contains all
possible molecules up to 13 atoms of C, N, O, S, and Cl following
simple rules of chemical stability and synthetic feasibility.34

We used the MQN-browser available at www.gdb.unibe.ch35

and retrieved either: (1) all isomers or (2) the first 10 000
MQN-nearest neighbors of each molecule where the 3- and
4-membered rings are either (a) excluded or (b) not excluded.
Molecular quantum numbers (MQN) is a set of 42 integer value
descriptors of molecules suitable for the classification and
visualization of large databases.36−38 MQN-neighbor isomers of
any molecule represent a subset of possible isomers with overall
similarities in terms of shape and pharmacology.39,40 Figure 10

shows a projection of the principal component analysis map
(PC1, PC2) from the MQN-data for the 10 000 selected isomers
for nicotine versus all isomers of nicotine found in GDB-13,
which shows that these isomers spread across a diversity of
structural types.
Table 5 provides additional information about each of the data

sets tested.
Correlation between Isomer Networks and ECFPs. We

consider the statistical correlation between two metrics for
computing the distances between two isomers: the first is the
reaction step count between isomers defined in this paper. The
second is the Tanimoto distance between the extended
connectivity fingerprints (ECFPs) of isomers.41 The latter is an
established technique for computing chemical similarities. Given
k isomers, we can construct two k × k matrices with elements
RSCij and ECFPij corresponding respectively to the two distance
metrics defined above for isomers i and j, for 1 ≤ i, j ≤ k. Both

Table 3. DN Vertex Names for Figure 9

vertex
no. isomer 1 isomer 2 isomer 3

0 [H1][C4] [H1][C4] [H1][C4]
1 [C4][C4H1H1H1] [C4][C4H1H1H1] [C4][C4H1H1H1]
2 [H1][C4] [H1][C4] [H1][C4]
3 [H1][C4] [H1][C4] [H1][C4]
4 [C4][C4C4H1H1] [C4][C4C4H1O2] [C4][C4H1H1O2]
5 [H1][C4] [O2][C4H1] [H1][C4]
6 [H1][C4] [H1][O2] [H1][C4]
7 [C4][C4H1H1O2] [H1][C4] [O2][C4C4]
8 [H1][C4] [C4][C4H1H1H1] [C4][H1H1H1O2]
9 [H1][C4] [H1][C4] [H1][C4]
10 [O2][C4H1] [H1][C4] [H1][C4]
11 [H1][O2] [H1][C4] [H1][C4]

Table 4. Indices for DN Vertices for Figure 9

0 1 2 3 4

[H1][C4] [C4]
[C4H1H1H1]

[C4]
[C4C4H1H1]

[C4]
[C4H1H1O2]

[O2]
[C4H1]

5 6 7 8

[H1][O2] [C4][C4C4H1O2] [O2][C4C4] [C4][H1H1H1O2]

Figure 10. Map of nicotine isomer categories and their properties in
MQN-space.
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matrices are symmetric and have zero diagonal elements. Both
are also distance matrices that satisfy the triangle inequality. We
are interested in computing the correlation between the two
matrices. However, traditional techniques for computing the
correlation between two variables (e.g., the work of Navidi42)
cannot be applied here because of the implicit dependencies
within each of the two distance matrices. We instead employ the
Mantel test described by Schneider,43 which is specifically
designed for determining the correlation between distance
matrices. The version of the Mantel test we used computes the
standardized Mantel statistic rM defined as

∑ ∑=
−

− −

=

−

= +
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where d is the number of distances in the upper triangular part of
eachmatrix (for k isomers, d = k(k− 1)/2), and sRSC and sECFP are
the standard deviations for RSC and ECFP, respectively. We
note that this is effectively the standard measure of correlation r42

which has the following properties:

1. rM is bounded between −1 and +1.
2. An rM above +0.5 indicates a strong positive correlation,

while an rM less than −0.5 indicates a strong negative
correlation.

3. If rM is close to 0, it suggests that no correlation is present
in the data.

As noted, because of the dependencies within the two distance
matrices, we do not exclusively use rM to make statistically valid
assertions. In addition, theMantel test employs a permutation test to
also compute the p-value, the probability of obtaining a test statistic
that is at least as extreme as the rM value initially observed for the two
matrices. The permutation test consists of permuting the isomers in
one of the two distance matrices (say ECFP) and computing rM
between the unchanged RSC and the permuted ECFP matrices. p is
the fraction of rM values computed that are greater than or equal to
the rM computed between the original RSC and ECFP matrices.
Typically p < 0.05 (or in some cases p < 0.001) would cause us to
reject the null hypothesis (the default assumption that there is no
relationship between the two matrices). Ideally the permutation test
evaluates all k! permutations of the ECFPmatrix. This is not feasible,
however, for large k. In this case, we use a randomly generated subset
of permutations to compute p. The p-value becomesmore reliable as
more random permutations are performed.
We used the Quantitative Insights Into Microbial Ecology

(QIIME),44 an open-source software package, to perform the
Mantel test. Upon completion of the Mantel test, the output of
QIIME provides a file with the final rM statistic and the p-value.
We computed a eight-isomer network for a data set of 10 000
tyrosine isomers using the techniques described in this paper.
This was used to populate the RSCmatrix as follows: if there is an
edge in the network between isomers i and j, RSCij = RSCji = the
weight of that edge; if there is no edge between i and j, we set

RSCij =RSCji to be the length of the shortest path from i to j. This
quantity is an upper bound on the actual reaction step count. We
also created a second matrix of the same size using the Tanimoto
distances between the ECFPs of each tyrosine isomer using
Jchem.45 Both matrices are of size 10 000 × 10 000. As this is too
large to perform ameaningful permutation test, we instead executed
the Mantel test on 1000 sets of 20 randomly selected isomers. In
each case, the test was executed with 10 000 permutations. This
generated an average rM statistic of 0.721 974 17 with an average p-
value of 0.0001. The rM statistic is greater than 0.5, indicative of a
high correlation, and the p-value is significantly less than the
recommended values of 0.05 and 0.001. These results are indicative
of a strong correlation between the two matrices.

Visual Correlation between Isomer Networks and
ECFPs. In addition to the statistical correlation described
above, we also present a visual means of understanding the
relationship between isomer networks and ECFPs. For this
analysis, we selected six isomers of tyrosine labeled M1, M2, M4,
M42, M168, and M8758 as shown in Figures 11−16.

Table 6 shows the step count and Tanimoto distance for each
isomer pair.
We separately sorted the step count distances and the

Tanimoto distances and have shown the correspondence using

Table 5. Isomer Data Sets

isomer set
total no. of
isomers

sample
size

no. atoms
per isomer

no. bonds
per isomer

nicotine without small
rings (C10H15N2)

219490 2934 27 31

nicotine with small rings
(C10H15N2)

507964 10000 27 31

phenmetrazine
(C11H16NO)

10213951 10000 29 33

tyrosine (C9H11NO3) 7682352 10000 24 28

Figure 11. Isomer M1.

Figure 12. Isomer M2.

Figure 13. Isomer M4.
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edges in the following. It is easy to see that the step count
distances and Tanimoto distances are very well-correlated.

Comparison of Algorithms. Table 7 shows the run time
results for completely mapping 20 nicotine isomers without small
rings using our new simultaneous all−all algorithm and the
previous 2-CCV NR FDN and 2-CCV FDN MS algorithms.5−7

Notice that simultaneously mapping all isomers provides a
significant speed improvement over mapping each pair
individually. In this case, it is approximately 15 times faster
than 2-CCV FDN MS.
Nicotine without Small Rings. Consider the two nicotine

isomers without small rings shown in Figure 17. Note that the
bonds are only labeled to clarify our discussion of the results from
our algorithm.We can use the algorithms developed in this paper

to determine how bondsmust break and form to transform isomer 1
into isomer 2. The results of running our algorithms on the set of
nicotine isomers without small rings shows that a mapping exists by
breaking the bonds labeled 8 and 20 in isomer 1 and by breaking the
bonds labeled 8 and 18 in isomer 2 (i.e., removing these bonds will
result in two isomorphic graphs). This means that we can transform
isomer 1 into isomer 2 by breaking both a C−C bond and C−H
bond and then by forming a C−C bond and a C−H bond. This
implies that BCD(isomer 1, isomer 2) = 4.
Table 8 shows the results of breaking up to five bonds per

isomer for the nicotine isomers without small rings resulting in an
order-10 isomer social network. The total size of the partial
results stored on disk is 18.8 GB after breaking five bonds per

isomer. The social network contains 603 037 of the ( )2934
2 =

4 302 711 edges (about 14%) in the complete isomer network.
Recall that we expect many vertex names to be repeated when
generating DN vertex names for each isomer. The last column of
Table 8 shows that although we are naming 27 vertices for each of
the 2934 isomers for each iteration of the algorithm, there are
only 474 unique vertex names which are generated.

Nicotine with Small Rings. Table 9 shows the results of
breaking up to four bonds per isomer for the nicotine isomers
with small rings resulting in an order-8 isomer social network.
The total size of the partial results stored on disk is 11.6 GB after
breaking four bonds per isomer. Here, the number of edges in the

isomer social network is about 4.5% of the( )10 000
2 = 49 995 000

edges in the complete network. The last column of Table 9 shows
that although we are naming 27 vertices for each of the 10 000
isomers for each iteration of the algorithm, there are only 430
unique vertex names which are generated.

Phenmetrazine. Table 10 shows the results of breaking up to
four bonds per isomer for the phenmetrazine isomers (i.e., we get
an order-8 social network of isomers). The total size of the partial

Figure 14. Isomer M42.

Figure 15. Isomer M168.

Figure 16. Isomer M8758.

Table 6. Key

letter isomers step count distance Tanimoto distance

A (M1, M2) 4 0.513
B (M1, M4) 6 0.571
C (M1, M42) 8 0.682
D (M1, M168) 12 0.698
E (M1, M8758) 12 0.714
F (M2, M4) 12 0.833
G (M2, M42) 14 0.773
H (M2, M168) 18 0.833
I (M2, M8758) 18 0.840
J (M4, M42) 18 0.854
K (M4, M168) 18 0.860
L (M4, M8758) 22 0.882
M (M42, M168) 26 0.885
N (M42, M8758) 26 0.887
O (M168, M8758) 26 0.887

Table 7. Simultaneous All−All Algorithm Runtime vs 2-CCV
NRFDN and 2-CCV FDNMSRunTimes for 20 Isomers from
the Nicotine Isomers without Small Rings Data Set

time

algorithm s h

2-CCV NR FDN6 314240.68 87.29
2-CCV FDN MS6 156750.73 43.54
all−all (this paper) 10324.16 2.87
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Figure 17. Nicotine isomers without small rings.

Table 8. Nicotine Isomers without Small Rings Results
Summary

no. bonds
broken/isomer

no. of
mappings
remaining

no. of
mappings
found

% of
mappings
found time (s)

no. of
different

vertex names

0 4302711 0 0% 1.218 26

1 4302707 4 0.000093% 27.32 97

2 4275260 27451 0.64% 440.207 201

3 4215919 86792 2.02% 4835.36 322

4 4015545 287166 6.67% 36635.07 412

5 3699674 603037 14.02% 211158.03 474

Table 9. Nicotine Isomers with Small Rings Results
Summary

no. of bonds
broken/isomer

no. of
mappings
remaining

no. of
mappings
found

% of
mappings
found time (s)

no. of
different
vertex
names

0 49995000 0 0% 4.20 26

1 49994992 8 0.000016% 102.70 103

2 49870216 134741 0.24% 3971.04 218

3 49440804 554196 1.11% 45860.32 343

4 47645983 2349017 4.70% 364265.09 430
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results stored on disk is 11.3 GB after breaking four bonds per

isomer. We are able to find 7.58% percent of the ( )10 000
2 =

49 995 000 possible mappings. The last column of Table 10
shows that although we are naming 29 vertices for each of the
10 000 isomers for each iteration of the algorithm, there are only
394 unique vertex names which are generated.
Tyrosine. Finally, Table 11 shows the results of breaking up to

four bonds per isomer for the tyrosine isomers (again, an order-8

social network). The total size of the partial results stored on disk
is 5.0 GB. The social network represents about 3% percent of the

( )10 000
2 = 49 995 000 possible mappings. The last column of

Table 11 shows that although we are naming 24 vertices for each
of the 10 000 isomers for each iteration of the algorithm, there
are only 682 unique vertex names which are generated.

■ CONCLUSION
In conclusion, this paper defined complete isomer networks and
order-k isomer networks We described a naive algorithm based
on ARM and then presented a significantly faster algorithm that
simultaneously computes bond count distances between a set of
isomers. Experimental data documents the algorithm’s perform-
ance on several benchmarks. Keeping in mind that our
benchmarks are 1 or 2 orders of magnitude smaller than the
complete isomer sets, faster algorithms for computing isomer
networks are needed.
We have also shown both statistically and visually that there is

a high correlation between the isomer step count similarity and
isomer ECFP similarity (using Tanimoto distances). Since ECFP
similarity is a relatively well-accepted measure of biological
activity, isomer step counts also relate to the drug discovery
question of estimating if two compounds have similar biological
activity. Although the correlations are high in general, there will
be a few pairs of isomers that have a large ECFP distance but a
small isomer step count distance and vice versa. These will both
be interesting cases to study. The former case would mean that a
small change in bonds resulted in a large change in ECFP
properties, while the latter case will mean that two isomers with a
large step count distance had similar ECFP properties. Finally,

the social networks generated by our algorithm also be analyzed
using existing analytical tools for networks such as igraph.4 We
hope to report on the results of this analysis in the near future.
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