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This article presents software applications that have been built upon a modular, open-source, reaction mapping
library that can be used in both cheminformatics and bioinformatics research. We first describe the theoretical
underpinnings and modular architecture of the core software library. We then describe two applications that
have been built upon that core. The first is a generic reaction viewer and mapper, and the second classifies
reactions according to rules that can be modified by end users with little or no programming skills.

INTRODUCTION

Software tools that can be used to evaluate combustion
reactions are lacking in the chemical process industry. Due
to this deficit, most researchers rely upon trial and error
methods when constructing and comparing the suites of
reactions that often number in the thousands. Each reaction
will typically have kinetic and thermodynamic parameters
that add to the complexity. Thermodynamic and reaction rate
analysis of such combinatorially complex problems require
automated systems. The manual classification of thousands
of reactions is also tedious, if not impossible. Before either
rate analysis or classification can take place, the reactions
must first be mapped.

Chemical kineticists routinely generate large suites of
reactions, called mechanisms, to represent some overall
transformation of interest. Classification of the reactions in
a mechanism is especially useful during the generation and
reduction process. The mechanism generation algorithms are
designed to systematically create all theoretically likely
reactions which results in very large and unorganized
mechanisms.1-5 A mechanism reduction algorithm is typi-
cally used to reduce the number of reactions prior to running
simulations. Mechanism reduction is a computationally
expensive task which may take days to complete.6-12 Prior
to running a reduction algorithm, it is useful for the kineticist
to sort the reactions, based on each reaction’s classification,
to verify that all of the important reactions and the reaction
classes are included. After running the reduction algorithm,
it is useful for the kineticist to sort the reactions, based on
the each reaction’s classification, to verify that no important
reactions were discarded.

When working with bioinformatic databases, reaction
mapping is also a prerequisite for the analysis of biological
pathways, enzymatic reaction data, tracer experiments, and
the consistency checking of pathway databases.13 Large
biological molecules often have very complex structures that
can be nearly impossible to validate manually. Reaction
mapping has also proven useful in identifying data anomalies
in such databases.14

Our core software library contains a variety of reaction
mapping algorithms that, due to their unique theoretical basis,
are capable of optimally and efficiently mapping any reaction
that can be represented as a set of chemical graphs. This
library has been used as the foundation of novel software
tools that have been successfully used to analyze combustion
reactions and locate data anomalies. While the algorithms
themselves have been described in detail elsewhere,15 we
believe that researchers in other areas will be able to make
use of these algorithms and open-source tools in order to
analyze chemical reactions in new ways.

REACTION MAPPING

Research into the process of identifying the bond changes
that occur during a chemical reaction (i.e., reaction mapping)
has a rich history that has been described by McGregor and
Willett.16 Most of the published algorithms involve finding
the largest substructure common to similar compounds on
both sides of the reaction called the maximum common
subgraph (MCS).17,18 Once the MCS has been identified,
bonds that are not part of the MCS are assumed to have
been broken or formed during the reaction. MCS is a problem
that is in a class of NP-hard problems that include optimiza-
tion problems for which no efficient algorithm has ever been
found. Consequently, practical implementations generally use
heuristics (which are not guaranteed to always find the MCS)
or exhaustive searches which are time consuming and not
guaranteed to finish.13 Even if the MCS is found, there is
no guarantee that the mapping produced will be optimal. In
addition, MCS will find a mapping that minimizes the
number of reaction sites, which may not minimize the
number of bonds broken or formed.13

Most of the algorithms that do not use MCS limit the types
of reactions that can be processed. One of Akutsu’s non-
MCS algorithms can be used on reactions that involve two
reactants and two products.13 Researchers at the Technical
University of Catalonia have recently described their col-
lection of algorithms that map reactions that fit into one of
four classifications (combination, decomposition, displace-
ment, and exchange reactions).19,20 While the authors men-
tion that most biochemical reactions can be classified into
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one of these four groups, no solution is presented for
reactions with incompatible forms.

Elsewhere we have proven that the reaction mapping
problem for general graphs belongs to the complexity class
called NP-complete.15 NP-complete problems include deci-
sion problems (i.e., problems that have a yes/no answer) for
which no efficient algorithm has ever been found. Chemical
graphs, in which each vertex denotes an atom and each edge
corresponds to a bond, are a subset of general graphs. We
have formulated the reaction mapping problem as an
optimization problem where we attempt to minimize the
number of bonds broken or formed (i.e., find a mapping of
minimum cost). While this approach to solving the mapping
problem is not new, we believe we are the first to provide a
precise mathematical formulation of the problem and prove
it to be NP-complete.15 We have found, through empirical
results, that minimum cost mappings are often chemically
correct mappings as well.15

Instead of using the MCS problem as the basis of our
algorithms, we use the arguably simpler graph isomorphism
(GI) problem. If two graphs are isomorphic, then they are
equivalent graphs and, in the case of chemical graphs,
represent the same chemical compound. The GI problem is
one whose complexity class is unknown. Some experts label
GI and problems like it as isomorphism complete, meaning
that a given problem is as provably hard as isomorphism.21

We believe that our use of GI makes our algorithms unique
in their application to any reaction regardless of classification
or form and without the use of heuristics found in MCS-
based approaches.

A reaction can be formulated as a set of chemical graphs
representing reactants (R) and products (P), as shown in
Figure 1.

Our algorithms encode the process of discovering a
mapping of reactants (R) to products (P) such that the number
of bonds broken or formed is minimized. Bonds and
combinations of bonds are broken in turn until each chemical
graph (R) has a corresponding isomorphic graph (P) on the
other side of the equation.

If each chemical graph can be given a unique label (i.e.,
a name), then two chemical graphs can be identified as
isomorphic if their names are the same. The first algorithm
used to create unique names for chemical compounds is
described by Morgan.22

Our library has been designed to use any canonical naming
algorithm that implements our NamingStrategy Java interface
as shown in Figure 2. We have included an implementation
of Morgan’s algorithm in our library. However, Morgan’s
algorithm is not guaranteed to work on graphs that are highly
regular and may show oscillatory behavior in some cases.23

Therefore, we have included two other naming algorithms.
Faulon’s algorithm produces a molecular descriptor called
a signature which is based on extended valence sequences,24

and Nauty is based on a method of finding the automorphism
group for a graph.25

We have implemented a version of Faulon’s algorithm in
Java that implements NamingStrategy. The integration of the
Nauty 2.2 package, which is written in C, was performed

using the Java native interface (JNI). The JNI enables one
to use a platform-specific library written in a different
language within a Java environment. We have implemented
JNI modules that interface with C libraries built for Microsoft
Windows and Mac OS X.

Our five algorithms (Exhaustive, FewestBondsFirst, FBF-
Symbolized, ConstructiveCountVector, and CutSuccessive-
Largest) perform automated reaction mapping in a novel and
robust manner. As mentioned above, previous approaches
have focused on specific reaction classes (e.g., combination,
decomposition, displacement, etc.),19 particular reaction
forms (e.g., two reactants forming two products, etc.),13 or
heuristic maximum common subgraph algorithms.26 Each
of our five approaches is capable of mapping any valid
chemical reaction without rules or heuristics and regardless
of class or form. In practice, four of the five algorithms
perform this mapping in an efficient manner. The fifth
algorithm, Exhaustive, is primarily used to evaluate the
completeness and accuracy of the other four. Four of the
five algorithms produce a mathematically optimal mapping.
The fifth, CutSuccessiveLargest (CSL), produces an optimal
mapping most of the time but is guaranteed to be efficient
(a claim not shared with the other four).

The pseudocode for CSL follows:
(1) While the equation is not fully mapped:

(a) Find the largest compound.
(b) Find the best bond to remove. For each bond in

the compound:
(i) Remove the bond.
(ii) Compare the resulting new equation,

saving the removed bond that results in
the most matching compounds as best.

(c) Remove the best bond.
(d) Match compounds.

The Exhaustive algorithm searches for patterns of broken
bonds in the direction of increasing bond number. In other
words, all combinations of breaking a single bond are
considered until all structures can be matched or we run out
of combinations. Internally, the combinations are modeled
as a bit pattern where a one represents a broken bond and a
zero represents no change. Then two broken bonds are
considered and so on.

The pseudocode for Exhaustive follows:
(1) Create a bit pattern containing one bit for each bond in

the reaction.
(2) Initialize the bit pattern to all zeroes.
(3) While there is a least one bit in the pattern set to zero:

Figure 1. Chemical equation modeled as a set of chemical graphs.

Figure 2. NamingStrategy interface and its implementing classes.
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(a) Create a new equation by breaking each bond
represented by a 1 in the bit pattern.

(b) If the equation can be completely matched, then
save it as a possible solution.

(c) Increment the bit pattern by one.

As mentioned above, this algorithm is primarily used to
check the correctness of our other algorithms, since it takes
a brute-force approach in exhaustively searching the solution
space for all possible mappings.

FewestBondsFirst and FBFSymbolized are progressive
improvements toward our most efficient optimal mapping
algorithm: ConstructiveCountVector (CCV). These three all
use the bit pattern approach described above but use more
efficient methods of searching the solution space. The best
algorithm in this family (CCV) uses an advanced combina-
torial algorithm that finds all bounded compositions. In
practice, CSL can be used to obtain an initial mapping
(efficiency is guaranteed) to produce an answer that can be
verified by CCV, which is guaranteed to produce a minimum
cost mapping. By using these two together, one may be able
to efficiently find an optimal mapping. We have found that
when these algorithms do not complete in a reasonable
amount of time (on the order of seconds for combustion
reactions and minutes for complex biomolecules), our
chemical graphs have contained errors.

Each of the Java classes that encode a mapping algorithm
implement the MappingStrategy interface as shown in Figure
3. This allows the software designer to separate the specific
algorithms from their usage in larger applications.

DATA MANAGEMENT

We have tested our algorithms against three different data
sources and are currently working with a fourth. Each
database represents equations and compounds using different
file and data formats. Therefore, we have isolated the generic
data interaction from the specifics using the factory method
design pattern.27 The classes that encapsulate the specifics
of the Gas Research Institute’s 3.0 database of combustion
reactions are contained in the MechanismEquationFactory
and its helper classes. The LigandEquationFactory knows
how to create objects from the KEGG LIGAND v20 database
of molecules important to life, and the LivermoreEquation-
Factory deals with the n-C7 database of combustion data
from the Lawrence Livermore National Laboratory, as shown
in Figure 4. We are currently conducting related research
using the Colorado School of Mines oxidation and pyrolysis
reaction database, which was developed by chemical engi-
neers using a subset of published pyrolysis and oxidation
mechanisms.28,29 The Colorado School of Mines oxidation
and pyrolysis reaction database is formatted similar to the

Figure 3. MappingStrategy interface and its implementing classes.

Figure 4. EquationFactory interface and its implementing classes.

Figure 5. A simple unit test involving the GRI 3.0 database.
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KEGG LIGAND v20 database and uses the LigandEqua-
tionFactory.

The core library includes unit tests that make use of the
JUnit testing framework.30 A suite of 34 tests has been
included in the open-source distribution. In addition to
ensuring the correct operation of the library, these tests also
provide examples of how the core library and the factory
classes can be used. The test shown in Figure 5 uses the
MechanismEquationFactory and its supporting classes to
construct equation 317 from the XML files that contain
reaction and compound structure information.

VIEWER

The first application built upon the core library is used to
map equations and display the results. The application was
built with the Java Swing GUI library which was designed
for maximum portability. This application will run unaltered
on any platform that supports Java and the Swing extensions.
The application can be configured at runtime to use any of
our mapping algorithms, and menu items allow the user to
choose reactions from any of the three databases presented
above. Figure 6 shows one such reaction.

The viewer application uses code from the Chemistry
Development Kit31 (CDK) to display graphical representa-
tions of the compounds involved in the reactions. The CDK
source code was altered to enable the color-coded display
of the bonds that were broken or formed during the reaction
as shown in Figure 7. In addition, we created a “transition
state” molecule that shows the transitory combination of
reactant molecules that occurs at a potential energy maxi-
mum. The CDK source code was also modified to support
the display of the transition state.

The menu options available in the viewer enable the user
to navigate through all of the equations in the database and,
once an equation has been mapped, display all of the
mappings of minimum cost in turn.

MECHA

Our second application incorporates the functionality of
the viewer as well as the ability to view individual com-
pounds in three dimensions using the Jmol library.32 This
application was built with the Standard Widget Toolkit
(SWT) which uses native I/O libraries to provide better GUI
performance and appearance at the expense of portability.
This combustion research application, dubbed the Mechanism
Analyzer, is used to analyze any given collection of reactions
that model combustion. Reactions can be mapped and then
classified using the Jess rule engine library,33 as shown in
Figure 8. This application uses packages that are not free or
do not have open terms and/or licenses. Therefore, this
application is not available for download and is presented
here as an example of the kinds of systems that could be
built using the core library.

The application can be configured via the menu to access
any external database of reactions. These reactions are shown
in a list, as shown in Figure 8. The user may expand a row
that represents a single reaction to reveal its component
species. Each compound may be selected and, with a right
mouse click, viewed with Jmol as shown in Figure 8. The
Jmol three-dimensional molecular display may be rotated
with the mouse to view the compound from any angle. The
center columns in Figure 8 display kinetic and thermody-
namic parameters related to each reaction.

The user may initiate reaction mapping and/or classifica-
tion via menu selections. Reactions must be mapped before
they are classified. One may choose to have the system
automatically classify reactions as they are mapped. If the
algorithms encounter ambiguous mappings (i.e., there is more
than one mapping of minimum cost), the expert user may
investigate all potential min-cost mappings with the viewer
to determine the chemically correct mapping. In testing, we
have found that approximately 90% of the reactions have a
unique min-cost mapping. In the GRI 3.0 reaction database,
there are 376 reactions. Only six of those reactions have

Figure 6. Equation 1316 from the KEGG LIGAND database.

Figure 7. Mapped equation showing the transition state.
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ambiguous min-cost mappings (1.8%). We have also tested
this using the Colorado School of Mines oxidation and
pyrolysis reaction database. There are 3544 reactions, and
only 376 of those reactions have ambiguous min-cost
mappings (10.6%).

If a given reaction is mapped and classified and all of the
optional min-cost mappings produce the same reaction
classification, then the reaction is automatically classified.
In other words, if the researcher is primarily concerned with
classification, this will likely increase the automation rate
above 90%. The user may also manually choose a mapping
and/or classification. The user may highlight any of the
collapsed rows in Figure 8, perform a right mouse click, and
select the viewer which will display the reaction in a similar
fashion, as shown in Figure 7. Alternatively, one may expand
the reaction and view the compounds as described above.

The dialogue window shown in Figure 9 can be used to
edit the rules that control reaction classification. The user
may edit, create, or delete rules. These rules affect the
behavior of the application but do not force the code to be
recompiled, enabling an expert user without programming
skills to modify the behavior of the classification engine at
will. Since our algorithms contain no special rules or other
hard-coded assumptions, we can easily allow the end-user
to apply these classifications to the system without requiring
internal changes. The user may also sort the list of classified
reactions by their classification or any other column in the
table by clicking on the column’s label.

The highlighted example in Figure 9 shows that if the
reaction, before it was mapped, had two reactants and two
products, at least one of each that was a radical, it will be

Figure 8. GRI reactions after mapping and classification.

Figure 9. Rule engine editor.
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classified as “H-abstraction” if exactly two hydrogen bonds
are broken or formed during mapping. The rules are applied
to the mapped reaction using Jess, a Java-based rule engine.33

If all of the rules evaluate to “true”, then the reaction is
classified with the given Reaction Classification Label.

We have been working with chemical engineers to devise
rules based on their expert knowledge for combustion
mechanisms. We provide rules to classify beta scission,
fission, isomerization, recombination, radical addition, dis-
proportionation, hydrogen abstraction, electronic transition,
and complex reactions. The rules, which can be changed by
the user, are used to classify the reactions after they have
been mapped, and therefore, they do not affect the use of
the algorithms in other areas, such as biomolecular research.

CONCLUSION AND FUTURE RESEARCH

We have introduced our free, open-source library of
reaction mapping algorithms which is available at armsrc.
sourceforge.net. Taken together, these unique algorithms are
capable of mapping any reaction optimally and efficiently
due to their unique foundation based on the graph isomor-
phism (GI) problem. They impose no limits on reaction form
or classification and use no hard-coded assumptions or
heuristics.

We define optimal mappings as those that break or form
the fewest number of bonds. Our research has found that
our algorithms produce optimal unambiguous mappings 90%
of time when used on combustion mechanisms. These
mappings are usually the chemically correct mapping. We
are currently conducting research to quantify the chemical
accuracy of these mappings, and the preliminary results look
promising.

We have also demonstrated two of our applications that
are based on this library. A version of the viewer is available
for download at armsrc.sourceforge.net. MECHA is the first
application of its kind in the area of combustion research
and the first to use a rule engine to classify reactions. Due
to its use of proprietary software, MECHA is not available
for public download.

Currently, our algorithms do not deal with unbalanced
reactions, but this may be a very interesting topic for future
research, and we plan to investigate alternatives for dealing
with this problem soon. One promising approach is presented
by Félix and Valiente.19,20
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